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Abstract

Access Control (AC) is a fundamental aspect of modern technology infrastructure. While most
primitive versions of AC use an Access Control List (ACL) to represent access, a more versatile
variant called Attribute-Based Access Control (ABAC) has quickly become a popular approach to
implementing AC due to its flexibility and scalability and enabling cross-domain access.

This thesis proposes a Blockchain-based ABAC scheme with delegatable permission tokens
through the use of Hyperledger Fabric and Java Web Tokens (JWT). Fabric is used to store various
attribute and revocation transactions necessary in an ABAC system, while JWT’s purpose is to
delegate access to entities outside the organization domain. Both aspects of the implementation
show consistent results while staying within the acceptable performance parameters and reveals
the proposed model is a suitable and scalable solution for AC.

Keywords: Blockchain, Access Control, ABAC, Hyperledger Fabric, Java Web Token
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Chapter 1

Introduction

Access control (AC) is arguably a fundamental aspect of modern information technology infras-
tructure, as it allows control over who has access to what. Access control fundamentally consists
of two primary components, authentication, and authorization. Authentication is the process of
verifying the user and confirming the claimed identity, whereas authorization is the process of
granting the authenticated user access with desired privileges.

The most primitive access control method uses an Access Control List (ACL) to represent
who has access to what through a table of data. The downside of a standard ACL is that it must
be updated for each user’s access to a specific object; thereby, the list itself becomes increasingly
large with a wide range of users.

Another approach is to assign a role to an individual, such as an admin, and then configuring
resources and access based on those roles. This type of AC is known as Role-Based Access Con-
trol (RBAC). RBAC is usually the conventional AC method in modern IT solutions because of its
ease of use compared to ACLs. However, a downside of RBAC is that despite its ease of use for a
single business, sharing resources across domains is difficult as the roles are restricted to a given
organization.

A newer type of AC known as Attribute-Based Access Control (ABAC) is quickly becoming
the most commonly used AC among businesses today[1]. RBAC and ABAC’s primary difference
is the utilization of attributes instead of a purely role-based model. In an ABAC model, it is pos-
sible to assign attributes to entities (subjects and objects) and use these in a logic-based fashion
to allow or deny access. This approach allows for a more varied AC and a much higher amount
of potential combinations to manage AC policies. ABAC being a logic-based model dictates that
it primarily operates on IF and THEN operators, checking the subject attributes versus any stored
Access Policy (AP) on the system.

Another upside of ABAC is that enabling cross-domain access is easier to facilitate in com-
parison to an RBAC system. An organization could utilize already verified attributes of a user from
a sister organization to authorize the user on their systems instead of assigning a permanent role.
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In the last few years, there has been significant interest in blockchain and its various cor-
responding cryptocurrencies, as introduced by Satoshi Nakamoto in his original whitepaper [2].
The blockchain’s underlying technology has various other uses than cryptocurrency, such as se-
curely storing and sending data or decentralized marketplaces[3], among other uses. Utilizing a
blockchain to store AC information would allow the data to benefit from blockchains underlying
properties of tamper-resistance and transparency and be distributed, thus minimizing the risk of
data loss from a single compromised server.

Sometimes it is desirable to grant a user access to a system without making permanent addi-
tions. This form of granting temporary access is called access delegation, or just delegation, and
can take many forms. An example of access delegation is the Linux command "Sudo." A person
first must log in using their credentials and then use a delegated system administrator password to
be granted temporary access to administrator commands.

1.1 Motivation

One of the main problems with standard RBAC is the multi-domain usage, where each user needs
to be assigned a role per domain. ABAC solves this by introducing attributes that can be utilized
in multiple domains, allowing for a more flexible access control system.

Blockchain is a technology that is based on immutability, transparency, and distribution. A
blockchain is a list of digital transactions stored in blocks distributed in a peer-to-peer network
of users and nodes. Each block also contains the hash of the previous block, thereby assuring
immutability and tamper-resistance. Finally, because each node contains a copy of the entire
ledger, all transactions are permanent and fully transparent for everyone. By taking advantage
of a blockchain’s underlying properties, as previously mentioned, it is possible to store the various
ABAC data as transactions on the blockchain and benefit from the tamper-resistance, transparency,
and distribution of a blockchain ledger. Tamper resistance would ensure no non-authorized party
can change or otherwise remove essential data of the system, which is often possible in a typical
system by attaining administration privileges. Employing blockchain technologies with ABAC
would also allow for a higher degree of scalability. The stored attributes and transaction data could
be distributed throughout the system, potentially reducing authentication and authorization times.

When operating an access control system, it is not always desirable to give out the exact infor-
mation required to authenticate. Therefore, many modern systems utilize a form of tokenization,
which is substituting sensitive access data with a simple access token. This process creates an
additional layer of security for the system to work against potential adversaries. When it comes to
access control systems, and more specifically ABAC systems, it is sometimes beneficial to grant
temporary access to a client without permanently assigning them attributes or roles in the system.
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This process could be done through tokenization, which is why this thesis looks into the use of
tokens to delegate access to users who do not own any permanent attributes.

1.2 Thesis Definition

ABAC is based on the premise that a user has a set of stored attributes that can be utilized to au-
thenticate and authorize access, should the attributes satisfy a governing access policy set by the
system administrators. As blockchain provides a tamper-resistant chain of data, it could store the
attribute and revocation transaction data from an ABAC system. Employing blockchain technolo-
gies in such a fashion is very convenient, as anyone can easily verify the blockchain transactions
to see if a user satisfies the access policy and has the corresponding attributes.

Most state of the art regarding blockchain-based ABAC systems does not support delegation
of access to clients outside the domain [4][5]. The schemes that do propose access delegation lack
scalability in their solutions because everything is based on the blockchain [6], which means the
verification time of attributes and delegations will increase as the ledger grows, which this thesis
attempts to reduce.

The proposed scheme in this thesis will allow for standard authentication and authorization
of attributes stored on the blockchain to remain relatively small, and utilizing temporary token
access for outside clients, thus not needing additional attributes to be added to the blockchain. The
proposed delegatable blockchain-based ABAC system must therefore support;

• A blockchain to store attribute assignment and revocation transaction data from an ABAC
system.

• A token scheme to delegate access to users outside the organization’s domain.

Figure 1.1: Application scenario model.
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1.2.1 Case Description

The suggested application scenario for the thesis’ proposed scheme is a standardized business set-
ting with various users and roles such as leaders, managers, and employees, as seen in Figure 1.1.
The proposed scenario includes anything a regular business would require, such as various depart-
ments, people, or data. In order to illustrate the motivation and use of delegatability, the application
scenario includes the use of outsourced consultants and their employees. The application scenario
is primarily limited to a single organization, even though the proposed scheme could be utilized in
a multi-domain scenario.

1.2.2 Research Objectives (RO)

• RO 1: Design a model of the proposed Blockchain-based ABAC scheme with delegatable

permission tokens to satisfy the access control requirements specified in the thesis definition.

• RO 2: Implement the proposed solution through proof-of-concept applications utilizing the

designed model.

• RO 3: Identify the important performance parameters associated with the application

• RO 4: Obtain the results for the identified performance parameters and thereby provide

evidence on the practicality of using Blockchains and delegatable tokens for access control

purposes.

1.2.3 Research Questions (RQ)

• RQ 1: How can we implement a prototype for the Blockchain-based ABAC scheme with

permission delegations as proposed in 1.2 ?

• RQ 2: How can we optimize the implementation so that it is possible to achieve higher levels

of performance ?

• RQ 3: Is Blockchain-based access control with permission delegation suitable and realistic

for the application scenario specified in the thesis definition?

1.3 Scope

The proposed scheme will be developed through a prototype utilizing the pre-existing blockchain
test network Hyperledger Fabric. The prototype will be populated with various data such as
attribute assignments and attribute revocation transactions, to accurately analyze the proposed
scheme’s performance. The scheme will also support one-time-use delegatable access tokens that
the client can generate locally in batches without centralized systems. As the tokens will be single-
use only, the proposed scheme will not support token revocation. Instead, it will limit their use
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based on time as a specific token is only valid through a time duration that the client specifies
when generating the token.

As the thesis focuses on the proposed scheme’s potential scalability and performance aspects,
an ABAC system will not be implemented. Instead, a blockchain test network will be utilized
to analyze the performance variables for adding, checking, and verifying data on the blockchain.
Similarly, a simple token prototype will be implemented to check its potential performance impact
when generating and verifying access. The token side of the prototype will not be directly linked
or otherwise connected to the blockchain. However, it will instead serve to analyze the perfor-
mance impact of a delegatable token system. This token performance will be combined with the
performance data gathered from the prototype’s blockchain part into one complete performance
impact analysis.

1.3.1 Assumptions

When designing the proposed Blockchain-based ABAC scheme, a primary assumption is that the
delegation tokens will have an expiration time lower than 24 hours. This low expiration time is
to combat potential misuse of delegated tokens, as, with our proposed scheme, there is no way of
recalling or marking a token as invalid. There are, however, ways of denying access to a delegated
token, which will be further discussed later in the report.

1.3.2 Limitations

The global COVID-19 pandemic put some limitations on the project’s collaborative aspect as it
was not possible to have access to the university campus for most of the project period. Therefore,
most communications, development, and other implementation have been limited to the available
local hardware at home and various internet-based communications platforms such as Discord and
Zoom.

When working with potentially big datasets, there is a need for a large amount of computa-
tional power. As a result of the various lack of resources for the project due to Limitation 1, the
implementation of the prototype has been limited in various ways;

1. The proposed scheme and implementation will be limited to a single attribute authority,
which a single local machine could represent.

2. The proposed scheme will also be primarily limited for use in a single organization instead
of a multi-organizational collaborative system.

3. With the delegation tokens being single-use only with a low expiration time, a user may need
to store significant amounts of tokens locally, depending on the need.

5



1.4 Thesis Outline

After Chapter 1, the thesis is presented in the following way, each chapter detailing an aspect of
the project, and building on previous related sections:

• Chapter 2 Theoretical Background: Relevant background knowledge required to under-
stand the proposed design, implementation, and results.

• Chapter 3 State of the Art: Goes through the various related work and previous contribu-
tions to the related fields.

• Chapter 4 Requirements & Design: Detailed analysis of the proposed scheme and its
requirements.

• Chapter 5 Solution & Implementation: In-depth walkthrough of the implemented proto-
type and its various functions.

• Chapter 6 Testing & Results: States various performance parameters the implementation
must uphold, showcases the results and security analysis of the proposed implementation,
and answer the thesis’s research questions.

• Chapter 7 Conclusion & Future Work: Concludes the findings and details several poten-
tial future work additions, changes, or implementations to the proposed scheme.
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Chapter 2

Theoretical Background

Understanding how ABAC functions and how blockchain operates is vital to understanding the
blockchain-based ABAC scheme proposed in this thesis. This chapter conveys the required back-
ground knowledge in the three fields of ABAC, blockchain, and tokenization to understand the
proposed scheme and its implementation. The chapter starts with an overview of AC and ABAC,
followed by a deeper dive into blockchain and its various subchapters, describing some underlying
technologies that the thesis will utilize. Finally, the chapter finishes with tokenization, how tokens
usually function, and how they are typically used.

2.1 Attribute Based Access Control

Access Control is primarily used for authentication and authorization of users and systems to verify
who they are and whether the system should grant access. An RBAC system was the most common
form of AC in the past. A new form of AC has emerged in recent years, utilizing attributes instead
of authentication and authorization of roles.

Figure 2.1: Basic Access Control

Standard role-based access control, or RBAC,
works by verifying the user’s role and compar-
ing it to any access policies for the object the
user is attempting to access. Figure 2.1 shows
a simplified version of RBAC where the user
gets its role, sends it to the policy checkpoint
to verify access, and is granted or denied ac-
cess based on the policy decision. The process
would be similar in an ABAC system, but in-
stead of assigning a single role, the user would
be granted multiple relevant attributes for their po-
sition that the system could use, resulting in a
more flexible approach than what RBAC would al-
low.
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ABAC is a form of AC where each user (subject) is assigned a set of attributes that can later
be verified by an embedded device or system (object) to grant access. This use of attributes opens
up a plethora of potential combinations for verification. An example would be instead of only au-
thorizing a user because they have the correct role, you could use ABAC to authorize them based
on their attributes such as; position, length of tenure, security clearance, or other outside (environ-
ment) attributes such as a building lockdown or working hours.

An example would be an employee (subject) who has been given some attributes upon being
hired, either manually by an administrator or automatically by a system. Whenever the employee
wants to access a resource such as a software project (object), various attributes from both the
subject and potential environmental attributes such as time and location could be utilized for au-
thorization purposes within an ABAC model. Another example directly comparing the role-based
model to the attribute-based model could be where a company employee with a particular clear-
ance level would always be allowed access to a specific resource in an RBAC model. In contrast,
in ABAC, you could pose further restrictions such that the employee could only be authorized
during the day or other such factors. ABAC also makes it possible to perform business-wide rules
at a moment’s notice if necessary, such as giving all sensitive information new attributes that only
allow high-level clearance or locking down a section of the build by merely updating the access
control attributes for the entrance points.

2.1.1 The ABAC Model

While the fundamental idea has been established, there are many more aspects to an ABAC model
to consider. Of course, an ABAC model’s essential building block is the attributes and its various
logical policies. Each access policy consists of various IF-THEN statements that stipulate that if a
user has attributes X, Y, and Z, give access to the requested resource. It is also possible to require
that a user has a set of attributes, but missing others, such that only if the user has A and B but lacks
C authorize the access. When discussing the ABAC model as shown in Figure 2.2, a user is often
replaced by "subject," and the requested resource is denoted by the term "object." The following
explanation of the model utilizes the word "point" to represent various aspects of a system, such
as a server or a specific application.

While ABAC systems’ implementation may vary, the underlying scheme is a standardized
model proposed by the National Institute for Standards and Technology (NIST) [7], from which
most of the descriptions and explanations in this chapter originates.

Authorization Services

The first part of the model to interact with the users’ access request is the Policy Enforcement
Point (PEP). The PEP is where the decision is enforced, meaning that this is where the subject is
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Figure 2.2: The ABAC Framework

granted or denied access. Before making a decision, PEP forwards the access request to the Policy
Decision Point (PDP). The PDP can be considered as the core of the ABAC model, as it is the point
that communicates with the rest of the components to gather information and ultimately make the
decision. When PDP receives an access request from PEP, it will identify which object the user
attempts to access and forward a request to the Policy Center for the appropriate access policies.

Policy Center

An AC underlying ruleset for granting access comes in the form of a set of access policies. Within
an ABAC model, these policies are often stored in a Policy Repository, that depending on the
implementation, the PDP may access directly. Adding, modifying, or otherwise editing existing
access policies goes through the Policy Administration Point (PAP) within the policy center, which
provides a user interface for managing policies.

Attribute Authority

The main component of the ABAC model is the Attribute Authority (AA). This point is where
the various attributes available to an organization are decided upon, granted to users, or otherwise
handled. The AA primarily consists of the Policy Information Point (PIP), an Attribute Repository,
and various outside Environment Conditions and sensors.

The Policy Information Point (PIP) serves as the retrieval point for attributes stored within the
system and other relevant data the Policy Decision Point (PDP) requires to make decisions. Within
a standard ABAC model, the attributes are also stored within an Attribute Repository that the PIP
will use to store, modify or add new attributes.
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Figure 2.3: Basic Delegation of Access

Within an ABAC model, there is also the possibility to utilize external factors as attributes.
An example of such environmental conditions could be the time of day or day of the week. These
environmental attributes are often dynamic within a system, as they can either be obtained by
sensors or manual admittance from an administrator.

2.1.2 ABAC With Delegatability

Oftentimes it is desirable to grant access to a user without permanently adding them to the system
via roles or attributes. An already authenticated user can share or delegate their access to another
user in such a circumstance, thereby granting them temporary access to the system. Figure 2.3
shows the basic idea of delegation where User_A delegates access to User_B, to which User_B
can authenticate with the system as usual. This delegation method is the premise of the model
scheme proposed in this thesis but was first introduced in [6].

2.2 Blockchain Technologies

Blockchain is a technology that allows for a digital decentralized distributed ledger of data stored
in a list of records or blocks transmitted through a peer-to-peer (P2P) network of nodes. Each block
contains various information such as the previous block’s hash, a timestamp, and the specific data
stored within the block, typically digital transaction data. At its core, blockchain technology is
based upon three idea pillars; immutability or tamper resistance, decentralization, and anonymity.

The first pillar of blockchain is immutability. Because each block in the chain contains the
previous block’s hash, if any of the earlier blocks were to be tampered with or changed, it would
have a ripple effect through the chain and not add up when verifying each block of the chain.
This way of constructing the block means that once something has entered the chain, it cannot be
changed, altered, or tampered with, resulting in an immutable or tamper-proof chain of blocks.
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The subsequent basic idea of blockchain is anonymity. To achieve the anonymity of blockchain,
cryptographic public keys are most commonly utilized as identifiers for performing various trans-
actions and operations on the blockchain. Public key cryptography is based on the idea that a user
computes two keys known as a key-pair, which are mathematically linked to each other, of which
the private key could be used to sign various transactions. The private key could be used for au-
thenticating the corresponding public key with the private key.

Furthermore is the idea of the decentralization of the blockchain. There is usually a trusted
authority (TA) in most information technology systems, such as a company server, that performs
various tasks such as authorization and authentication. The idea behind blockchain is that each
ledger, or blockchain, is distributed in a decentralized peer-to-peer (P2P) network. Each user or
node in the network contains a copy of the ledger, thus removing the need for a trusted centralized
authority.

However, decentralization is not required for a blockchain. A private, centralized version
would still use the same basic building blocks while maintaining immutability and transparency
at its core. Utilizing the userbase workforce helps divert resources but does lead to problems with
power balance in the system allowing for 51% attacks. In a scenario where users have the power,
one user or group of users could seize the majority of the market and monopolize the benefits.

With these three pillars implemented in a blockchain, we are left with a fully transparent,
immutable, distributed ledger that can be implemented and utilized in various technologies, not
just cryptocurrency.

2.2.1 Smart Contracts

Smart contracts were first introduced in [8] to present a digital form of a legal agreement to hold
participants accountable for their mutually agreed-upon obligations. However, due to comput-
ing limitations, the technology was not properly utilized and implemented until the emergence of
blockchain technologies. With smart contracts often considered a crucial part of a blockchain [9] it
has developed since its original implementation with Satoshis Bitcoin, where it served as a simplis-
tic way of performing basic arithmetic, encryption, and logic operations [2]. Smart contracts have
since been improved upon with their implementation in various other cryptocurrencies. Ethereum
is one of the most significant contributors to its development, creating a Turing-complete scripting
language for smart contracts called Solidity [10].

Generally, a blockchain smart contract can be described as a set of processes executed ac-
cording to rules written in a specific programming language or script [9]. Figure 2.4 shows the
smart contract model and how it may exist on the blockchain, consisting of various states, rules,
and triggers for executing the instructions. Smart contracts are the basis of adding or modifying
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Figure 2.4: Smart Contracts on the blockchain [11]

transactions in the proposed blockchain model in the thesis, of which the implementation will be
further explained in Section 2.3.

2.2.2 Blockchain with ABAC

One of the challenges in AC schemes is storing data related to access policies and users, and
how to avoid data tampering. In an ABAC system, this issue arises in how to store attribute
ownership; simply creating a database has its issues with tampering and could become a single
point of failure, and keeping attributes locally on the users’ computer has problems with falsifying
the attributes. However, storing attribute ownership on a blockchain would utilize the immutability
of the blockchain to its advantage, creating a system that is much more resistant to tampering.
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2.3 Hyperledger Fabric

Creating a private blockchain is simple and can be done by anyone. However, there are dangers
with self-made blockchain solutions, such as utilizing a secure hashing algorithm or spending un-
necessary time trying to fix minor bugs. A library helps streamline the work and reduce the chance
for mistakes throughout the process of creating a blockchain.

Hyperledger Fabric is a well-documented, open-source library that allows its userbase to cre-
ate blockchains, peers, and smart contracts and publish them into production. Hyperledger Fabric
is made more accessible through its extensive tutorial that shows the ropes of how to set up and
create each component, explaining the steps along the way. One of the key differences in Fabric
from prominent blockchains is its ledger system.

2.3.1 Ledger System

Figure 2.5: Ledger-system
for Fabric

Blockchains are ledger systems that store various transactions and
changes. Hyperledger Fabric uses a ledger system that comprises
two parts; the blockchain and the World State, as shown in Fig-
ure 2.5.

The blockchain is where we put all our transactions like nor-
mal, but since we cannot remove a block when we undo the trans-
action it contains, we end up with a long chain that contains in-
valid information. The World State takes all the transactions on
the blockchain and sums their effects into one readable database.
For example, a user who has an attribute granted and revoked re-
peatedly would appear many times in a blockchain but would only
have a single entry in the World State saying whether they have the
attribute or not.

2.3.2 Network

The system that Hyperledger Fabric employs builds upon a peer network, where each peer is a
connection point with a copy of the ledger that can be accessed and maintained by the users. Peers
are connected through channels that allow them to communicate openly such that transaction data
is not hidden from view by other parts of the network. In this way, the consensus regarding trans-
actions is kept from being falsified by having all communication public. The ledger is deployed
on a channel, not on the peers themselves, which allows a peer to keep multiple different ledgers
for different channels and participate in each of them without compromising the integrity of a
distributed ledger. Figure 2.6 shows an example of a set of channels that share some peers.
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Figure 2.6: Channels and peers

2.3.3 Chaincode

A smart contract is a type of code utilized often in blockchain technologies today that allows an
automated process for fulfilling deals and transactions within the confines of immutability. Two
companies that want to trade assets, for example, can utilize a smart contract to make sure the other
company does not deviate from the agreement.

Transactions are stored in a channel-specific ledger, but they are created through smart con-
tracts. Smart Contracts within Hyperledger Fabric are referred to as chaincode in the documenta-
tion and are a set of functions installed on peers and deployed on a channel. Chaincode is written
in one of the three coding languages: Go, Java, or JavaScript (using Node). Chaincode is used to
create assets, delete them, edit, and query the world state for existing assets. Creating, deleting,
or editing an asset through chaincode will generate a transaction to be put on the blockchain. A
successful validation from the system is required to commit a transaction, which is done through
endorsement policies. Endorsement policies are rules for what endorsements a transaction needs
to be accepted; they can take the form of needing a majority of peers or only one specific peer to
validate and allow a transaction to be added to the blockchain.

2.3.4 Membership Service Provider

Attributes are assigned by using the chaincode, but a random user should not be allowed to assign
attributes to users, which is why invoking chaincode can only be done by those who have a certifi-
cate from a Certificate Authority (CA). The Membership Service Provider (MSP) is a component
within Hyperledger Fabric that determines the validity of certificates as a proof of identity within
the system. The type of certificates that the MSP accepts can be customized; the default types in
Fabric are clients, admins, peers, and orderers. A client may be denied in an attempt to delete an
asset on the world state but is perfectly capable of querying the world state for existing ones.
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2.3.5 Transactions

Figure 2.7: Fabric Transaction

Creating an asset using the chaincode will generate a transac-
tion for the blockchain detailing the change it will make on
the world state. By default, the transactions contain various
information, such as a header, signature, proposal, response,
and endorsements, shown in Figure 2.7. The header contains
metadata like the name of the chaincode used and the version
of the world state. Version is an incremental value of how
many changes have been made to the world state and used in-
ternally to ensure version history is correct. The proposal is
the action that the client wants to take, along with the specific
information related to it, for example, create an asset belong-
ing to Tom, which will automatically generate a header. The
client signs the proposal and shares it on the channel so that
the peers receive it. Each peer then validates the information,
creates their response and endorsement, and returns them to
the user. The response is a "write-set," a functional change on the world state that directs the peer
to resolve the new information. ’Endorsements’ is a list of signed transaction responses from vari-
ous peers needed to fulfill the endorsement policy mentioned earlier. Finally, the header is created
in conjunction with the block itself by the ordering service.

2.3.6 Ordering Service

Hyperledgert Fabric uses an ordering service component to handle the block creation and append-
ing it to the blockchain, which receives all the transactions that the peers have processed and
gathers them into a block. Fabric does this differently from well-known blockchains in that it does
not generate blocks continuously; instead, it generates blocks only when transactions are submit-
ted. Then, since Fabric does not generate a block every 10 seconds, or even 10 minutes, a block
needs to end at some other point. Fabric uses transaction count, byte size, and a timer to determine
when a block is finalized.

Starting when the ordering service receives a transaction, the timer determines how long it
will wait for additional transactions to add to the next block. Should the number of transactions
exceed the transaction count, it will preemptively stop the timer and finish creating and commit the
block to the blockchain. Like with transaction count, byte size will also stop the timer and create
the block early if the size of the block becomes too large. Finally, only when the block is finished
and appended to the blockchain is the world state updated with the proposed additions, removals,
or edits of assets.
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2.3.7 Block

A finalized block is made up of a few different sections; first, it has a block header. The block
header contains three parameters: Block number, Current block hash, and previous block header
hash. Block number is simply an integer that incrementally increases upward according to how
many blocks have been created and indicates where in the blockchain the block is located. "Cur-
rent block hash" is the hash of this block’s transactions, and "previous block header hash" is the
"current block hash" from the previous block in the chain. These block hashes are what make the
blockchain immutable.

Figure 2.8: Simple Blockchain in Hyperledger Fabric

Secondly, a block contains block data, the transactions themselves. As previously mentioned,
a block can only have so many transactions in it, and here is where that takes its secondary effect
of limiting the size of the block itself.

The last part is the block metadata, which contains information about the ordering service
in the form of its certificate and signature. It also contains a bitmap that indicates whether each
transaction is valid or invalid, and a hash of the cumulative state updates for all blocks. The
cumulative state update hash provides a way to detect state forks, where there exist multiple world
states that are different from each other. Figure 2.8 displays a small example of a blockchain with
the specified parameters.

2.3.8 Docker

Docker is a tool used to create virtual containers that are segregated from each other, allowing
testing between separate systems to simulate a real system with multiple computers and servers.
Hyperledger Fabric’s tutorial network uses Docker to run on entire blockchain clouds on local
machines, allowing the user to experiment outside of public test networks.

16



2.4 Tokenization

Tokens are not exclusive to information technology and have often been used to refer to various
objects that serve different purposes. A simple version of a token may be a medallion someone can
provide to prove the person in charge has authorized them for a set of actions, or a more modern
version could be a bus ticket proving you have paid for the fare. In information technology, tokens
see several different uses, all from token rings to session tokens that serve various purposes within
a system. These multiple uses have in common that they represent some evidence of rights or
authorized access to actions or systems.

Figure 2.9: Simplified standard access model

Within data security, substituting sensitive data with different data is often a utilized tactic
to reduce the impact of data leakage. The act of replacing data is similar to how tokenization
works and is what this thesis suggests as a potential solution to the proposed problem. Instead of
always using users’ login credentials, a system could generate an access token based on successful
authentication and distribute the access token for further authorization needs for a limited time.
Suppose the issuing token authority is part of a more extensive system. In that case, the user could
potentially utilize the access token in various other linked systems within the business instead of
their login credentials, often called a Single Sign-On (SSO).

Figure 2.10: Simplified tokenization model
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Figure 2.9 shows a simple access model where users send their credentials to an authorization
service and are either granted or denied access to the resource. This way of operation is the standard
for most login functionality and is also the first part of a tokenization process. In order to utilize
an access token, the user must first go through the standard authentication procedure depicted
in Figure 2.9, but instead of being granted direct access to a resource, is given an access token
representing the user’s rights towards that specific resource. The token’s validity is often based on
the issuing authority’s signature and includes a timestamp to combat replay attacks. The user can
then apply the newly received access token in place of standard credentials for authenticating, as
shown in Figure 2.10.

2.4.1 Java Web Token

The proposed solution presented in this thesis utilizes tokenization and tokens in the form of Java
Web Tokens, using various libraries and the JavaScript programming language to implement the
token prototype. A Java Web Token (JWT) is a compact way of transferring data between two par-
ties, as its encoded form is simply a string of variable length based on the contents of the JWT[12].
The most common usage of a JWT comes in the form of the previously described access token.
When a user authenticates with a website, it is typical for each subsequent request within the ses-
sion window to be through a JWT. This form of token usage is often called SSO and is a widely
used feature today. Another use case for the JWT is a simple data transfer between two parties.
It can be securely transmitted in its encoded form and natively supports integrity checks through
HMAC.

The JWT was first introduced in 2010 as a simple signing mechanism for JavaScript Object
Notation (JSON) [13] but has since been revised, resulting in the proposed standard RFC 7519
[12]. The token is represented as a sequence of URL-safe data parameters separated by a period
character, where each section of data contains base64 encoded values. The token consists of a
header holding the signing algorithm and type of token, a payload with the JSON object, and a
hash-based message authentication code (HMAC) for integrity.

The payload of a JWT holds various custom data and commonly contains predefined pa-
rameters to provide valuable information. Some of these predefined parameters are issuer (iss),
expiration time (exp), and subject (sub). Listing 1 shows an example payload where each parame-
ter is specified in standard JSON format. Once the data has been structured according to the JWT
model format, the header and payload are encoded using the Base64Url format to form the first
and second part of the JWT.

The last part of the Java Web Token holds the HMAC signature that serves to ensure message
integrity. The HMAC is calculated based on the algorithm specified in the header, usually Secure
Hash Algorithm 256-bit (SHA256) or SHA512, the two Base64Url encoded header and payload
parts, and a private key. Listing 1 shows a simple code example of the HMAC signature of a JWT.
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{
"alg": "HS256",
"typ": "JWT"

}
{

"sub": "1234567890",
"name": "John Doe",
"admin": true

}
HMACSHA256(

base64UrlEncode(header) + "." +
base64UrlEncode(payload),
secret)

Listing 1: Example Java Web Token (JWT)

The algorithm specified in the header example in Listing 1, "HS256" means the HMAC should
be calculated using SHA-256. Other supported algorithms include the Rivest–Shamir–Adleman
algorithm (RSA) and the Elliptic Curve Digital Signature Algorithm (ECDSA).

eyJhbGciOiJIUzI1NiIsInR5cCI6IkpXVCJ9.
eyJzdWIiOiIxMjM0NTY3ODkwIiwibmFtZSI6IkpvaG4gRG9lIiwiYWRtaW4iOnRydWV9.
dyt0CoTl4WoVjAHI9Q_CwSKhl6d_9rhM3NrXuJttkao

Listing 2: Encoded JWT from Listing 1

Finally, the encoded header, payload, and signature are put together into a string separated by
a period character to form the encoded JWT, as shown in Listing 2. The token is designed to be
lightweight and secure and can then be quickly passed in an HTTP environment.

19



Chapter 3

State of the Art

Briefly summarized, the thesis definition defines several requirements of a proposed scheme that
combines the utility of an ABAC system, the immutability, transparency, and tamper-resistance of
the blockchain, and the flexibility of a delegatable permission-based token system. This chapter
showcases previous work in the various fields and how they relate to the thesis definition and the
proposed scheme, as much of the work in this thesis has been inspired by previous work in the field.

One of the primary technology schemes used in this thesis is ABAC. It makes sense to mention
and introduce the NIST special publication 800-162[14]. This special publication details various
definitions and methodologies for implementing and using an ABAC system, many of which have
been detailed in Section 2.1.1. Papers such as [6][15] make use of the ABAC model in their re-
search to create a modern AC system.

A problem stated in this thesis’ definition is to design a system to allow for access delega-
tion for its users. While simultaneously utilizing ABAC and implementing cryptographic multi-
authority delegatable attribute tokens [15], manages to elegantly design a proposed solution that
proves attribute tokens are unforgeable under chosen-attribute and chosen-nonce attacks. This the-
sis, however, utilizes a version of permission tokens closer to that of [11], in which they store the
access tokens on the blockchain by designing a generalized token structure with a standard AC
scheme.

One of the essential parts of the thesis’ related work comes in the form of blockchain tech-
nologies. Satoshi Nakamoto first introduced blockchain in his white paper [2], presenting his
version of a peer-to-peer electronic currency system. Nakamoto’s white paper has since been the
foundation for many new technologies and research on utilizing this unique and fascinating data
storing method.

One of the many uses of blockchain technologies has come in addition to pre-existing tech-
nologies such as access control. One of the problems posed by this thesis is how to combine ABAC
and blockchain. It serves well to look at previous work of research that has integrated access con-
trol and blockchain successfully.
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One such contribution is [4], where the authors propose a solution for storing the access
policies on the blockchain, thereby making them visible and accessible to all users. This solu-
tion allows for a distributed auditability and transparency, which this thesis uses as a fundamental
idea for designing the blockchain aspect of the proposed scheme. In addition to the previously
mentioned paper, there is [16] that combines blockchain and access control that specifies a more
enterprise-focused application, making it a highly relevant paper for this thesis, as it closely fol-
lows the scenario in which this thesis’ proposed scheme will be designed. Lastly, two potential
papers utilize the standardized tool Hyperledger Fabric to implement their blockchain solutions
for AC [17][5], focusing on using the blockchain to serve as a transparent way of storing access
policies.

In [18], the authors introduce a way to delegate access through an AC system utilizing the
blockchain. Their way of delegating access goes through either events or queries, in which case a
third party could request access and be granted. This approach is similar to how this thesis plans
on implementing delegations but goes against one of the design requirements; a user should be
capable of delegating access without accessing a centralized system.

The authors of [6] propose a different way of delegating access in their paper. They suggest
using the blockchain to store delegated access and attributes used in an ABAC scheme on the
blockchain. This approach has been the baseline for implementing and designing this thesis’ pro-
posed scheme for assigning access to users, namely by storing their attributes on the blockchain.
The downside of storing both attribute assignments and delegation transactions on the blockchain
this way is the increasing performance requirements as the blockchain gets longer. The principle of
a delegation chain and further delegating access are also introduced in [6], which can be a source
of performance difficulty when stored on the blockchain, as the application must check each dele-
gation transaction on the chain. This problem is what this thesis attempts to solve with delegated
permission tokens.
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Chapter 4

Requirements & Design

The thesis definition details various requirements the proposed scheme must fulfill. The following
chapter will detail the multiple models and approaches the thesis has taken to answer Research
Question 1 (RQ1) and fulfill the Research Objective 1 (RO1), which are repeated below:

RO 1: Design a model of the proposed Blockchain-based ABAC scheme with delegatable

permission tokens to satisfy the access control requirements specified in the thesis definition.

RQ 1: How can we implement a prototype for the Blockchain-based ABAC scheme with

permission delegations proposed in 1.2 ?

The first part of the chapter goes into the blockchain model and proposes storing, utilizing, and
otherwise managing attributes on the blockchain. While the second part details the proposed tok-
enization model and its various verification and generation aspects and how it fits into the larger
proposed scheme.

Since the scope of the thesis encompasses two proposed prototypes and models, the attribute
storing blockchain and the delegation tokens, there is not a proposed ABAC model scheme as this
is outside the scope of the thesis. Instead, the standard ABAC model will be referenced throughout
the chapter and built upon to add the blockchain and token functionality to the standard model.

4.1 Blockchain

The upcoming proposed blockchain-based ABAC scheme will primarily be used to store transac-
tions related to the attributes used in an ABAC scheme. Detailed in Section 1.2 Thesis Definition,
there are requirements for the blockchain model and its prototype to fulfill Research Objective 1
(RO1), as shown in Section 1.2.2:

"A blockchain to store attribute assignment and revocation transaction data from an ABAC

system."

From this thesis requirement, we can extrapolate some more specific requirements to explain the
implemented solution. Thus the blockchain implementation must support the following:
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1. A blockchain to store attribute-related transactions.

2. Attribute assignment transactions to assign one or more attributes to a user.

3. Revocation transaction to remove or otherwise flag one or more transactions as no longer
valid.

4. The scheme should accurately verify whether someone has the attributes required when
granting access.

The proposed blockchain-based ABAC system takes inspiration from the previous work done
by Pussewalage and Oleschuk [6] and thereby carries similarities to their scheme. The following
few parts will detail and explain the motivation and proposed solution to each of these requirements
and how they fit into a grander blockchain-based ABAC solution with delegatable permission to-
kens.

As with any blockchain application, there are several potential choices for which type of
blockchain to utilize, each with its advantages and disadvantages. For the proposed prototype, it
would be possible to utilize a pre-existing blockchain such as the Ethereum or Bitcoin network,
which would reduce the necessary costs of developing your own application, but would come with
problems such as limited performance and cost of operation. Hyperledger Fabric was chosen for
its well-documented and open-source approach and how it is highly customizable and could be
made to fit any business environment necessary.

4.1.1 Blockchain Model

As per the first extrapolated requirement:

1. A blockchain to store attribute-related transactions.

This thesis proposes an approach in which attributes are stored on the blockchain. This blockchain
approach utilizes the immutability and transparency aspect to allow guaranteed verification from
any system observer. The ABAC system, as shown in Figure 4.1, will interact with the blockchain
through the blockchain cloud (BCC) whenever it assigns, revokes, and verifies a user’s attributes
but otherwise functions as a normal ABAC scheme when handling non-delegated access.

An AA in Fabric could be either a peer or a specially implemented "AA" identity accepted by
the MSP. The AA would be uniquely required to endorse any transaction related to the attributes
it has control over, being directly stated as such in the endorsement policy, as discussed in Sec-
tion 2.3.3. While the assignments and revocations are stored on the blockchain, the AA’s attribute
repository only contains a list of available attributes that it controls. Each peer, AA, and user would
require their own key pair and certificate issued by a trusted CA to create their identity. These keys
are used to ensure the integrity and origin of messages and transactions within the system through
signing utilizing ECDSA.
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Figure 4.1: Illustrating blockchain-based ABAC

This blockchain usage takes root in Pussewalage and Oleschuk’s research paper [6], in which
they use the blockchain to store assignments and revocations, but also delegations. Delegations
in their system could get cumbersome as their delegation chains would increase the blockchain’s
length and required a long process of searching the blockchain for revocations of every single del-
egation in the delegation chain. Therefore, moving delegation away from the blockchain was one
of the first steps taken to increase the system’s performance.

Figure 4.2: Simple model
of the assignment transaction
process

The blockchain transactions should include two different
transactions; assignment and revocation. With only two types of
transactions differentiating between them becomes easy; it is one
or zero, true or false. These two transactions being the opposite of
each other means that a transaction on the blockchain only needs
to either contain information about a new assignment or point to a
previous assignment for the system to work.

4.1.2 Assignment Transaction

One of the most important requirements, as extrapolated from the
thesis definition regarding the blockchain prototype:

2. Attribute

assignment transactions to assign one or more attributes to a user.
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Attributes are controlled by the AA and can only be assigned by the AA; doing so creates
a transaction that will be put on the blockchain. Assignment transactions include the receiver’s
public key, the attribute in question, and a signature from the AA.

So when a new employee, Charlie, is hired, he needs a set of keys and a certificate provided
by a CA and various attributes that relate to the work he will be doing at his new job. Charlie’s
boss, Bob, creates a new user Uc with a private (SKU c) and public (PKU c) key pair and a certificate
based on the public key. Bob is the head of the development on one of the company’s newest
projects, "Orion." Orion is split into three different parts, and Charlie only needs access to one of
them, so Bob requests the "Orion" and "Orion-UI" attributes through Charlie’s user. The AA that
contains the attributes for Orion is called AAo and, like the user, has a key pair denoted SKAAo and
PKAAo. Likewise, the ordering service has the keys SKO and PKO. This process goes like so:

1. Uc creates a proposal (as explained in Section 2.3.7) in which they are to have the attributes
"Orion" and "Orion-UI" assigned to themselves. Uc makes a header, signs the proposal with
SKU c, and then broadcasts the information to the system.

2. Peers in the system verify the signature with PKU c and the contents of the proposal and
header, ensuring everything is in order. Should nothing be amiss, the peers will endorse the
proposal, sign it with their private key, and return their response to Uc. One of these peers
is AAo which controls the attributes in question; it creates an endorsement and signs with
SKAAo, which are required for the transaction to be valid.

3. Uc can then check the responses, endorsements, and signatures from the peers on the system
but is not required to do so before broadcasting the transaction to the ordering service.

4. The ordering service receives the transaction from Uc and verifies its signatures using related
public keys, information, and endorsements, and any faults end the process. If the endorse-
ments do not validate the transaction according to the endorsement policy, the orderer stops.
On the other hand, if everything has passed the control checks, the orderer creates a block
structure and awaits further transactions. In this case, the orderer receives two transactions
before finishing the block creation process. Then orderer generates a hash of the block data,
retrieves the hash of the previous block’s data, makes a bitmap for each transaction, creates
an updated hash of the cumulative state updates, and finally provides the orderer’s certificate
and signs using SKO.

5. Once the block is finished, it is broadcast to all peers, who will append the new block to their
local blockchain.

6. Finally, the world state is updated with the new assignments.
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Figure 4.3: Example Blockchain with assignments and revocations

4.1.3 Revocation Transaction

For the third requirement listed at the start of the chapter:

3. Revocation transaction to remove or otherwise flag one or more transactions as no longer

valid.

Then, for the second type of transaction that goes on the blockchain: Revocation. As per
the requirement, the revocation transaction functions like a flag, marking a previous assignment
transaction as invalid. Since the AA assigns attributes, it only makes sense that the AA is respon-
sible for revoking them as well. The transaction data only contains a reference to the block and
transaction, but otherwise, this is quite similar to the assignment process:

1. AAo makes a proposal to revoke an existing transaction, as well as a header and a signature
using SKAAo. The information is broadcast on the channel to all the peers.

2. The peers check the new message’s signature and content to verify its origin, returning a
response and an endorsement to AAo with a signature.

3. AAo can check the responses from the peers and forward the data to the orderer. Even if the
endorsements did not fulfill the endorsement policy, AAo could still transmit the transaction
onwards to the ordering service.

4. The orderer verifies the endorsements, the responses, the data, and the signatures using their
corresponding public keys. If successful, the orderer starts creating a block including the
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transaction in its data, then waits for further transactions. Once it has waited for a set amount
of time, it will finish creating the block with the transactions it received. The orderer gener-
ates a hash of the block data, retrieves the hash of the previous block’s data, makes a bitmap
for each transaction, creates an updated hash of the cumulative state updates, and finally
provides the orderer’s certificate and signs using SKO.

5. The block is finished, and the orderer broadcasts it on the channel, letting all the peers append
the new block to their blockchains.

6. The world state is updated for each peer.

Thus, a blockchain fulfilling the requirements can be created using only assignment and revo-
cation transactions. Figure 4.3 shows an example blockchain that features a few blocks with both
revocations and assignments present.

4.1.4 Attribute Verification

The requirement for verification;

4. The scheme should accurately verify whether someone has the attributes required when

granting access.

The verification process should be guaranteed to get the correct result, some of which is handled
internally in Fabric by having version history in the form of the cumulative state hash, integrity
checks in signatures, and the immutability of the blockchain itself. That leaves only a process to
check the specifics of a user’s assigned attributes.

When a user wants to read or write to a file, they will first have to mutually authenticate with
the PEP and request access using their public key. The PEP will then send the information to the
PDP, which will gather the necessary access policies and environment conditions, which could
stop the system without further checks. If the environment conditions do not prevent access, then
the PDP asks the BCC if the required attributes are assigned to the public key.

The BCC starts searching for valid assignments of the attribute to the public key, which in
Hyperledger Fabric is done on the world state. The world state summarizes the transactions on
the blockchain, which reduces search time considerably from checking multitudes of blocks on the
blockchain. Once PDP receives the result from BCC, it will decide to grant or deny access based
on the access policy and forward it to the PEP, which enforces the decision. This process can be
seen in Figure 4.1.
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4.2 Delegation Token

As part of the initial thesis definition in Section 1.2, several requirements were stated that the
proposed scheme must support. Included below are the token-specific requirement mentioned in
the thesis definition and Research Objective 1 (RO1) shown in Section 1.2.2:

"A token scheme to delegate access to users outside of the system."

Here we can once again extrapolate additional requirements to aid in the understanding of the
proposed token solution. Therefore the proposed token scheme must support the following:

1. Easily verifiable delegatable tokens that utilize ABAC for authentication and authorization
by checking the blockchain.

2. It should be possible to further delegate a received token to an additional third party, when
necessary.

3. Clients can quickly generate tokens without the need to go through a centralized system

4. The tokens must be one-time use tokens and made in batches with a limited use time.

With these design parameters in mind, the following chapter will detail each proposed requirement
for the delegatable permission token of the thesis.

4.2.1 Token Model

Before detailing the various ways in which the delegated permission token can be verified, autho-
rized, and otherwise used, it is essential to understand the proposed token model and which data
parameters need to be included and why. The following chapter explains the token structure and
what each parameter is used for, and how each part of the token fits into the broader design.

{
"DP"
"ObjectId"
"Action"
"Receiver"
"RS"
"Previous"
"Issuer"

},
PrivateKey,
{

"algorithm"
"expiresIn"

}

Listing 3: Delegatable Java Web Token Structure
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Listing 3 shows the basic token structure of the proposed token scheme. Each data parameter
is either predefined by the generating system or is a custom parameter that the generating user can
specify. The first four parameters are custom specified by the issuing user, where the first parame-
ter, "DP," stands for Delegation Permission and is the deciding factor of whether a user can further
delegate a token or not. "ObjectID" contains the specific identification number of a requested re-
source or object, and the "Action" parameter has which action the user wishes to perform on the
said object. It can either be Read (R), Write (W), or Read/Write (RW) for both. The "Reciever"
parameter contains the public key of the receiving party. It is used in the verification process to
verify that the intended party is trying to use the token, which should match the public key in the
initial mutual authentication handshake with the Access Control system.

A Random Seed (RS) is included in the token to lessen the chance of a collision. The RS
is generated based on the current timestamp of the generated token, combined with a randomly
generated nonce to ensure a higher degree of randomization of the seed. The "Issuer" parameter
contains the issuing user’s Public Key and is used for token verification and corresponds to the
inputted Private Key, as shown in Listing 3, which is used to sign the token contents and ensure
authenticity.

Finally, in the last section of the token structure, are two predefined parameters set by the
token generating system. The "Algorithm" parameter details the specific algorithm used to sign
the token and is hard-coded into the token generation and chosen based on various security param-
eters. The system uses the "expiresIn" parameter to ensure the token is still within its allocated
validity time slot.

4.2.2 Token Verification & Authorization

The essential requirement for the delegatable permission tokens proposed in this thesis is that they
should be:

"1. Easily verifiable delegatable tokens that utilize ABAC for authentication and authorization by

checking the blockchain."

As detailed in Section 2.1.2, the ABAC model primarily works through attributes and checking
whether or not a user has valid attributes to access a resource based on pre-determined access
policies. This thesis proposes storing those attribute transactions on a blockchain, as previously
mentioned, so the actual delegatable tokens would only need to prove the token’s Issuer has veri-
fiable access to the system resource, for which the access is required.

The fundamental idea behind the delegatable permission tokens is to allow a user to delegate
access to a resource to an outside party without going through a centralized system to authenticate.
Any user in the proposed scheme can generate permission tokens by specifying a range of infor-
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mation in the token payload, signing it, and sending it off to a potential third party. The verification
of the token then comes down to primarily two things:

1. First, the token’s signature is checked with the help of the Issuer’s public key to ensure the
authenticity of the token message between transfers.

2. Second, the tokens’ expiration time must be within acceptable parameters. As the tokens are
designed to have a limited use time of fewer than 24 hours, the token will be invalid if it is
outside its validity period.

These two steps are purely to authenticate the validity of the token itself. Still, they do not
include the crucial access control authentication aspect, which happens when a third party attempts
to use a delegated token. When a token is used to gain access to a resource, the receiving system
will first go through the two simple steps of verifying the token’s validity before checking its pay-
load. In the payload of the token, there will be three crucial parameters; "Issuer" containing the
public key of the issuer, the "ObjectID," and the "Action".

The Issuers public key is used for two things: verification of token authenticity and checking
the blockchain. Once an access request comes in through the use of an access token, the receiving
system will first validate the token and then use the public key, object ID, and action to see whether
or not the issuing party has access to the object with said actions through the standard ABAC
access policy model detailed in Section 2.1.2. Should the initial issuer’s public key be found on
the blockchain with the corresponding attributes needed to perform the requested action on the
requested object, the system should grant access to the requested third party.

4.2.3 Nested Delegation Tokens

Figure 4.4: Nested Token Model

One of the design aspects outlined in the Section 4.2 is:

"2. It should be possible to further delegate a received

token to an additional third party, when necessary."

What this means in practice is that if a third party
has been given a delegated permission token by a user
with attributes on the Blockchain, that third party user
should be capable of repeating the process the ini-
tial Issuer performed to generate a new batch of to-
kens and thereby further delegate the access to another
party.

The idea behind this design goal is better illustrated
with a small example scenario. Imagine a project manager has their attributes on the blockchain
and has full access to the project resources. The project manager wishes to hire some consultants
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Figure 4.5: Illustrating first and second level delegations.

to work on the project but does not wish to add them permanently to the system. The project man-
ager can generate a batch of permission tokens and hand them out to the various consultants. If a
consultant then also has people working under them that need access to the resources, it should be
possible for the contractor to further delegate access to their subordinates without going through
either the manager or the initial AA of the system. These levels of delegation can be seen as il-
lustrated in Figure 4.5. They could potentially continue indefinitely, although, at some point, the
performance impact of a nested token outweighs its uses, which will be further investigated in
Chapter 6.

This delegation chain is derived from two parts of the token model: the Delegation Permission
(DP) parameter and the "Previous" parameter. The DP parameter serves as a way for our project
manager to deny further delegation of their issued tokens, such that the receiving consultant is
unable to delegate further. If the DP parameter allows for more delegations, the consultant can
generate a new token. They put the previously issued token from the manager inside the "Previ-
ous" parameter of their newly made token and then delegate it further. This type of nested token
is illustrated in Figure 4.4, which shows how each token down the chain contains the previous.
Otherwise, the token generation and delegation work as usual.

Nested Verification

As a token has the potential to be a nested token, the verification and authorization process will
have a couple of additional steps than what was described previously:

• The system needs to iterate through each nested token’s Previous parameter and verify each
nested token based on that token issuer’s public key and expiration time.
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• The system must check if any of the nested tokens in the Previous parameters have been
added to the blacklist.

• When a token is successfully verified and access is granted, the initial token and any nested
tokens will need to be added to the blacklist.

As each issued token will contain the Issuer’s Public Key and is signed by the Issuer’s Private
Key, the system can verify each nested token’s authenticity and ensure no tampering has occurred
by decoding the token and using the stored Public Key. The first issued token that no longer holds
any data in its Previous parameter is the original first-level token, which will have its correspond-
ing public key on the Blockchain. Each token contained within the "Previous" parameter must also
pass the standard token verification check to ensure the token has not expired and is in the expected
format. Because each token is nested within each other, all delegations are dependant on the first
level tokens’ expiration time. If the first level token has expired, none of the further delegated
tokens from that first level will pass the verification check, and thereby access will be barred.

When it comes to blacklist verification, it is essential to check each nested token on the black-
list. Figure 4.5 shows an illustration of first and second-level token delegation, in which case
tokens B, C, and D, should not be valid if token A has already been used. Take the previously used
example of the manager and the consultant, assuming that the manager has delegated the first-level
token to the consultant. Should the consultant further delegate a second-level token to a subordi-
nate, that subordinate should not be capable of using their second delegated token to get access if
the consultant has already used the issued first-level token. This problem means that the system
must check each nested token on the blacklist to ensure no higher-level nested token has already
been used when verifying a token.

Lastly, when a token has been successfully verified, and the user has been granted access, the
system must add the spent token and any nested tokens in the Previous parameter to the black-
list. The reason each nested token also needs to be blacklisted is to combat free token generation.
Suppose the scheme did not add each nested token to the blacklist when it was used. In that case,
the consultant in Figure 4.2 could indefinitely generate new tokens and effectively gain permanent
access to the system, using only a single, one-time-use token.

4.2.4 Token Generation

One of the core ideas behind the delegatable permission tokens were:

"3. Clients can quickly generate tokens without the need to go through a centralized system"

The motivation behind this design parameter comes from the underlying idea of utilizing blockchain
technologies and potentially keeping the technologies as distributed as possible while still support-
ing regular centralized authentication. Therefore, the proposed ABAC scheme would include a
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Figure 4.6: Token Generation User Flowchart

local application that could generate tokens by the user specifying various data parameters, most
likely through a user interface.

Figure 4.6 shows a flowchart from the user’s perspective when generating a token. Generating
a token would be as simple as specifying who the recipient would be, what sort of access should
be granted, and whether or not the token should have the capability of being further delegated, as
detailed previously in Section 4.2.1. The recipient’s public key would either be obtained through a
trusted issued certificate or a locally stored list of public keys linked to their respective identities.

When specifying what access the token gives, the issuing user will specify an action such as
read or write and which identification number the object has in the system. This object ID could
easily be stored locally in the users’ token generation application. The user specifies what the ob-
ject is from a list of potential object resources, and the system takes the object ID and embedding it
in the token. Finally, the issuing user signs the token using the Elliptic Curve Digital Signature Al-
gorithm (ECDSA) with varying byte sizes (256 to 512), which will be further detailed in Chapter 6.

4.2.5 Single Use Design

According to one of the specified design requirements at the start of this chapter, the tokens must
be a one-time use.

"4. The tokens must be one-time use tokens and made in batches with a limited use time"

The reasoning behind this is to ensure a degree of control over issued tokens. The problem arises
when a user has been given a token, but you no longer wish for the issued token to be valid. Re-
vocation can solve this problem similar to how attributes can be revoked on the blockchain, as
detailed in Section 4.1. The primary issue with revoking a token is the simple fact that the system

33



Figure 4.7: Standard ABAC framework with BCC and TAP.

can’t know how many or which tokens have been issued by its clients, as one of the design require-
ments is for the users to generate their tokens without going through a centralized system.

The revocation issue with delegated tokens has been solved in this thesis by adding a sim-
ple centralized blacklist database to the proposed ABAC scheme that stores used tokens as they
have been successfully verified. This addition requires the inclusion of an additional point in the
standard ABAC framework previously detailed in the thesis called the Token Administration Point
(TAP). Figure 4.7 shows how TAP and the blacklist fit into the broader ABAC model, with all
requests to and from the blacklist database goes through the TAP.

This blacklist database adds an extra step to verification and may impact the overall system’s
performance, but it is a necessary part of the proposed scheme to ensure a token is not used multiple
times. This solution ensures consistency throughout the system, as each time a token is attempted
verified, the system must check the blacklist database for previous utilization of the token.

Another possible variant of the blacklist database is to store a local list of already-used tokens
on the endpoint system and replicate it throughout the system with specific time intervals. How-
ever, such a locally stored replicating list could potentially cause issues by using an access token
multiple times in a short window of time before all endpoints receive the updated used token list.
The choice between a blacklist database and locally stored endpoint lists is mainly between consis-
tency at the cost of performance or scalability of a potential implemented scheme. Since the scope
of the thesis only includes implementing a blockchain and token prototype and not an actual ABAC
system, the implementation and possible performance parameters of a blacklist implementation are
outside the scope of the thesis, but is something to be considered for future work.
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Figure 4.8: Modified ABAC Model showing delegation process

4.2.6 Detailed Delegation Procedure

To better understand the design philosophy behind the delegatable permission tokens, Figure 4.8
shows the delegation process of the proposed scheme. The following part of the section will walk
through each step of the process and explain each section illustrated in Figure 4.8.

1. The first step is for the Issuing user to generate the token. The Issuer specifies the following
information: DP level, object ID, action, and Reciever. The rest of the parameters are pre-
defined by the generation application, as detailed in Section 4.2.4.

2. The Issuer will mutually authenticate with the Reciever, potentially utilize a Diffie Hellman
key exchange to ensure secure communication. In the process, the Issuer will send the token
to the Receiver.

3. The Receiver mutually authenticates with the PEP and requests access to a resource through
a token.

4. PEP takes the initiated access request and forwards it to the PDP to gather data and make a
decision.

5. PDP will request the TAP to verify the token’s integrity through its signature and expiration
time and whether or not the token itself or any nested ones are on the blacklist. TAP then
returns its valid or invalid decision to PDP.
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6. If the token is valid, PDP will query the Policy Repository for any Access Policies (AP)
regarding the object.

7. Once the PDP receives any Access Policies, it will query the Policy Information Point (PIP)
for any external environmental attributes that may impact the decision.

8. Then, the PDP will query the BCC containing the Blockchain for whether or not the public
key of the first level tokens issuer has attributes on the Blockchain that would satisfy the
retrieved access policy.

9. Finally, PDP makes a decision based on all the gathered information and forwards it to the
PEP.

10. Lastly, access is either granted or denied to the access requested user.
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Chapter 5

Solution & Implementation

This chapter conveys the solution to the proposed design scheme of the blockchain-based ABAC
scheme with delegatable permission tokens and fulfills Research Objective 2 of the thesis:

RO 2: Implement the proposed solution through proof-of-concept applications utilizing the

designed model.

Figure 5.1: Implementation Process of
the proposed scheme.

This prototype’s development and consequent
implementation and testing process have primar-
ily been split into three parts, as shown in Fig-
ure 5.1. The first part has two separate im-
plementations; a blockchain prototype to evalu-
ate the useability of the Blockchain to store at-
tribute transactions of the model and the token ap-
plication for access delegation, each of which will
be showcased in this chapter. The other two
parts take up the performance and testing analysis
of the thesis and will be detailed later in Chap-
ter 6.

We start by providing the details of the
blockchain prototype, how it was implemented and
developed, along with how it performs with actual data. Then we describe the proposed token
prototype, including its various scripts to generate and verify tokens, and an overview of how the
various technologies were utilized in its implementation.

5.1 Hyperledger Fabric Test Network

Following the ideas in the proposed scheme, Hyperledger Fabric was used to create a system that
could function as a prototype for the testing phase. This section will detail how the ledger and the
chaincode were implemented.
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To start with, Hyperledger Fabric has a well-documented tutorial, which includes a test net-
work with various examples of chaincode and configurations. This test network was deemed suit-
able for prototype testing and modified to allow for the proposed system’s use case. Hyperledger
Fabric’s world state is by default stored with a database library called LevelDB but was changed
to CouchDB due to limitations in query possibilities. A rich query system is required in order
to search the world state for a combination of values, which cannot be done in Fabric’s default
LevelDB. Therefore, CouchDB is used so that verification can be done as proposed: With a search
of public keys and attributes.

Furthermore, the chaincode that is deployed on the channel has been modified to support the
transactions and functions required to create attribute assignments and revocations. The functions
are recreated from existing ones that are used for a different transaction structure to minimize the
internal errors in Fabric.

5.1.1 Transaction Data

The data structure, commonly called a struct, from the implementation can be seen in Listing 4
and features five strings. The first one, "ID," is a unique identifier for the transaction used on the
world state when deleting (revoking) and querying. Next, "PublicKey" is the parameter that holds
the user’s public key, which is used in the verification process along with the following parameter:
"Attribute," containing the user’s attribute. "TimeStamp" is a representation of when the transac-
tion proposal was created and can be used to determine a possible expiration time of assignments.
Lastly, "Seed" is a random string that serves as an enrichment factor for the hashing algorithm to
lower the chance of attackers finding collisions. TimeStamp and Seed could very well be integers
or other numeric variables, which would make for a more straightforward operation when deter-
mining the expiration time and a faster generation of a random seed.

type Assignment struct {
ID string `json:"assignmentID"`
PublicKey string `json:"pk"`
Attribute string `json:"attribute"`
TimeStamp string `json:"timestamp"`
Seed string `json:"seed"`

}

Listing 4: Assignment Data

38



5.1.2 Assignment of Attributes

The struct is explicitly used for creating an assignment on the blockchain, which is done through
the CreateAssignment function. Thus, the function for assigning an attribute to a user is displayed
in Listing 5.

The function header first declares an object "t" out of a struct made from a "contract" structure
in Fabric’s contract API. Second, it declares the function’s name and the parameters it requires; the
first, "ctx," is made by calling an interface type from the contract API, while the rest are specified
in the function call. Third, the header contains the return type, which defines what type of variable
the function returns.

The first step of the assignment function declares two variables to receive the return output of
the "AssignmentExists" function, which is called immediately after. As can be seen in Listing 6,
the function takes the unique identifier of the assignment and searches the world state for any ex-
isting entries with that ID. Then, it checks whether there were any errors in the search, and if there
were none, it returns a boolean value to indicate whether the assignment exists already along with
the error value.

func (t *SimpleChaincode) CreateAssignment(
ctx contractapi.TransactionContextInterface, assignmentID,
pk string, attribute string, timestamp string, seed string) error
{

exists, err := t.AssignmentExists(ctx, assignmentID)
if err != nil {

return fmt.Errorf("failed to get assignment: %v", err)
}
if exists {

return fmt.Errorf("assignment already exists: %s", assignmentID)
}

assignment := &Assignment{
ID: assignmentID,
PublicKey: pk,
Attribute: attribute,
TimeStamp: timestamp,
Seed: seed,

}
assignmentBytes, err := json.Marshal(assignment)
if err != nil {

return err
}

return ctx.GetStub().PutState(assignmentID, assignmentBytes)
}

Listing 5: The CreateAssignment function used for assigning attributes to a user
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func (t *SimpleChaincode) AssignmentExists(
ctx contractapi.TransactionContextInterface, assignmentID string)
(bool, error)
{

assignmentBytes, err := ctx.GetStub().GetState(assignmentID)
if err != nil {

return false, fmt.Errorf("failed to read assignment
%s from world state. %v", assignmentID, err)

}

return assignmentBytes != nil, nil
}

Listing 6: AssignmentExists checks for existing assignments with the given unique identifier

Returning to the AssignmentCreation function, it will check the values it received. If "error"
is anything but nil, then there was an error, and the function returns a failure statement. Then,
"exists" is checked and, if true, returns that the assignment already exists on the world state.

Next comes the declaration of the object itself, created from the previously discussed struct,
and assigns the appropriate values from the function call to the fields within the struct. Two new
variables are declared and equals to the function call "JSON.Marshal." The object is passed through
a JSON encoding function and returned along with an error value. The error value is once again
checked before the process calls return with a function that starts creating a transaction for the
blockchain using the encoded JSON object and its unique identifier. Once the transaction has been
added to the next block, the user receives a confirmation of its success.

5.1.3 Revocation of Attributes

Revoking an attribute assignment on the blockchain can be done by calling the function "Delete-
Assignment," named for its effect on the world state. The code snippet for revocation is shown in
Listing 7; it shows the same basic outline as the "CreateAssignment" function for the header, only
changing the input parameters to a single string: "AssignmentID."

Executing the revocation process, it steps into the "ReadAssignment" function with the "As-
signmentID" as input. This function, as shown in Listing ??, calls "GetState" to search the world
state for an existing entry using that ID, which returns the encoded assignment and an error code.
It checks the two return values for errors and whether the assignment exists, returning an error
message if either fails. Then, the process creates an assignment object out of the struct and starts
the "JSON.Unmarshal" function, passing the confirmed existing assignment and a pointer to the
empty assignment object. The "Unmarshal" decodes the encoded "AssignmentBytes" and checks
that it contains data, returning an error if it does not and nil if it does.
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func (t *SimpleChaincode) DeleteAssignment(
ctx contractapi.TransactionContextInterface, assignmentID string) error
{

err := t.ReadAssignment(ctx, assignmentID)
if err != nil {

return err
}

err2 := ctx.GetStub().DelState(assignmentID)
if err2 != nil {

return fmt.Errorf("failed to delete assignment
%s: %v", assignmentID, err)

}

return err2
}

Listing 7: Revocation function

Once the return value comes through to the original function, it is tested for any errors. Now
that the assignment has been successfully confirmed to exist, it is deleted from the world state
by "DelState" using its unique key. When deleting the assignment from the world state, it will
generate a proposal and follow the standard Hyperledger Fabric procedure, creating a transaction
that flags the assignment transaction and deletes the unique identifier’s entry from the ledger. Any
possible errors are returned and examined for faults, and the process finishes.

func (t *SimpleChaincode) ReadAssignment(
ctx contractapi.TransactionContextInterface, assignmentID string) error
{

assignmentBytes, err := ctx.GetStub().GetState(assignmentID)
if err != nil {

return fmt.Errorf("failed to get assignment %s: %v", assignmentID, err)
}
if assignmentBytes == nil {

return fmt.Errorf("assignment %s does not exist", assignmentID)
}

var assignment Assignment
err = json.Unmarshal(assignmentBytes, &assignment)
if err != nil {

return err
}

return nil
}

Listing 8: ReadAssignment verifies that assignments have data and exist on the world state
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5.1.4 Verification of Attributes

Lastly, the verification process searches the world state and returns results regarding a user’s as-
signed attributes, the code for which can be found in Listing 9. This function also has a similar
header to the previous ones, notable differences being the "QueryString" parameter and the addi-
tional bool return value. The input parameter consists of all variables stated in the function call,
allowing the client to specify attributes, public keys, timestamps, and such information fields from
the structs. The input parameter is used to search the world state and can include any variety of
fields, but for verification, only attribute and public key are necessary.

func (t *SimpleChaincode) Verification(
ctx contractapi.TransactionContextInterface, QueryString string)
(bool, error)
{

assignmentBytes, err := ctx.GetStub().GetQueryResult(QueryString)
if err != nil {

return false, fmt.Errorf("failed to read assignment with
%s from world state. %v", QueryString, err)

}
assignmentBytes.Close()

if !assignmentBytes.HasNext() {
return false, nil

}
ejson, err := assignmentBytes.Next()
if ejson.Value == nil {

return false, err
}

return assignmentBytes != nil, nil
}

Listing 9: The Verification function checks the world state for existing assignments based on input

1. The first step taken is to call the function "GetQueryResult()" with the "QueryString," which
is why CouchDB is used over LevelDB; since querying with struct fields is impossible in the
base version of LevelDB. The function "GetQueryResult()" returns an iterator object that
contains any encoded assignments found on the world state and an error value, which are
stored in "AssignmentBytes" and "err." However, if there were no assignments found on the
world state, it will still return an object, but it won’t have any values in the list. The error
value is checked, returning an error message on failure, and the stream is closed to prevent
memory issues, then the object’s content needs to be checked since it could be empty.

2. Whether the list has any entries can be found with "HasNext()," which returns a bool value
that can be used to determine if there are any entries in the list. If "GetQueryResult()" found
nothing, then "HasNext()" returns false and ends the process with a rejection.
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3. Thereafter, the process checks whether the first assignment contains information by assign-
ing it to a newly-declared object using the "Next()" function and verifying its value param-
eter. Value is a JSON parameter that stores the data of the encoded JSON struct, so if it is
empty, the process once again denies the user’s claim of the attribute.

4. Then, the verification process returns a boolean value of whether the "AssignmentBytes"
object has data to represent either rejection or successful verification, along with the error
value nil.

Therefore, when a user or a system component wishes to verify attributes on the blockchain, they
will input relevant information such as public key, block ID, or attributes, which will go through
the process detailed above. Should the queried information exist, the process will return true and
confirm to the user or system that the requested data exists on the blockchain and is verified.

5.2 Token Implementation

Access tokens are a widely used technology, as are the various libraries, frameworks, and modules
that allow developers to create applications to utilize these technologies. The proposed solution
for the token framework detailed in the previous chapter uses Java Web Token (JWT) to generate
and validate tokens. As previously explained in Chapter 2, JWT are a versatile JSON-based token
structure primarily comprised of a header, payload, and signature.

In the following section, we discuss the various ways the proposed token design has been
implemented through pre-existing frameworks and custom design. The following scripts related
to JWT have been developed using the JavaScript programming language and the Node.js runtime
environment to execute the script code. All development and testing of the token prototype have
been done in a Linux environment running on local hardware.

5.2.1 Key Generation

Instead of using a pair of test keys for the token implementation, a set of JavaScript programs was
developed to generate a fresh key pair each time a token generation script is used. These scripts

NIST Recommended Key Sizes
Symmetric Key Size
(bits)

RSA and Diffie-Hellman Key
Size (bits)

Elliptic Curve Key Size
(bits)

80 1024 160
112 2048 224
128 3072 256
192 7680 384
256 15360 521

Table 5.1: NIST recommendations for key size in bits [7]
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were created to ensure the result is closer to a real-world scenario. The type of keys chosen for
implementing this prototype was Elliptic Curve keypairs using the P-384 curve for a higher degree
of security, thereby generating 384 bit EC keys. As EC keys are inherently smaller than RSA keys,
it is possible to get similar levels of security with a 384 bit Elliptic Curve key, like that of a 7680
bit RSA or Diffie-Hellman key showcased in Table 5.1.

The keys are generated using a Node.js module called Crypto [19], which is a native module
to Node.JS, supporting various cryptographic functionality such as key generation, issuing certifi-
cates, and performing symmetrical cipher and decipher operations. The code shown in Listing 10
is the primary function used to generate the keys used in the token generation software. The func-
tion takes various parameters by first detailing the type of key, where Crypto supports RSA, DSA,
EC, DH, and various combinations of those. Furthermore, the type of public key generated is
"spki," which stands for Simple Public-Key Infrastructure, specified in RFC 2692/2693. The type
utilized for the private keys is that of "pkcs8", which is a standard for storing private key informa-
tion specified in RFC5958. Both keys are in Privacy-Enhanced Mail (PEM) format, which is the
de facto file format for storing cryptographic keys and certificates, as specified in RFC7468.

A second JavaScript program was also created as part of this thesis to generate vast numbers
of public keys for utilization in the previously detailed blockchain part of the prototype. This pro-
gram utilizes the same Crypto module and code as shown in Listing 10 but only generates public
keys and stores them in a standard newline-separated text file for testing purposes.

generateKeyPair(
"ec", //Set key type
{

//modulusLength: 2048,
namedCurve: "secp384r1", //secp384r1 = P-384
publicKeyEncoding: {

type: "spki", //Note the type is spki not pkcs1
format: "pem",

},
privateKeyEncoding: {

type: "pkcs8", //For RSA use pkcs1 format, for EC use pkcs8 or sec1
format: "pem",
//cipher: "aes-256-cbc", //Optional
//passphrase: "", //Optional

},
},

Listing 10: JavaScript function to generate Elliptic Curve keys
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var tokenStruct = { //Object used to pass to functions.
DP: "0",
ID: "1",
Algorithm: "ES512",
ExpirationTime: 3600,
Action: "RW",
ObjectID: 12345678,
Previous: "NULL",
Reciever: "Error: No reciever set",
Issuer: "Error: No issuer set",
PrivateKey: "Error: No key set",

}

Listing 11: JavaScript object structure detailing the token

5.2.2 Token Generation

Before generating a token, an object structure detailing the various information the token will con-
tained was created. As shown in Listing 11, the token struct shows the various data parameters
sent to the token generation function in Listing 12. As previously detailed in Section 4.2.4, the
user only specifies a handful of information depending on whether it is the first token in the chain
or not. Regardless, the token structure is used to pass to the token generation function instead of
passing individual variable parameters.

function GenerateToken(tokenStruct){
var time = new Date().valueOf();
var Seed = Math.floor(Math.random() * time);

var generatedToken = jwt.sign(
{

DP: tokenStruct.DP,
ObjectId: tokenStruct.ObjectID,
Action: tokenStruct.Action,
Receiver: tokenStruct.Reciever,
RS: Seed,
Previous: tokenStruct.Previous,
Issuer: tokenStruct.Issuer,

},
tokenStruct.PrivateKey,
{

algorithm: tokenStruct.Algorithm,
expiresIn: tokenStruct.ExpirationTime,

});
return generatedToken;

};

Listing 12: JavaScript function to generate delegation token using Node.js module jsonwebtoken

45



All JWT token generation and verification comes from the standalone Node.js library aptly
named "node-jsonwebtoken [20]" used by almost a million developers. As shown in Listing 12, the
first parameter takes in the token structure object and generates a Seed based on the current time.
Furthermore, the actual signing function from the external library takes three parameters; any spec-
ified custom data, a private key for signing purposes, and finally, any JWT specific options such
as the signing algorithm or expiration time. The function itself merely uses the information passed
to it through the object, and the user would update the struct to include its requested information
before passing it to the token generation function.

The rest of the token generation script code specifies information such as; issuer, receiver,
object ID, and action to make the generated tokens dynamically different each time they are gen-
erated for more accurate testing. Finally, the signed and encoded token is written to a text file for
further use in the verification script.

Figure 5.2: Console output of the token generation script

The token generation script that serves as a proof-of-concept for the proposed token design of
the thesis has varying outputs depending on the preferred outcome. In order to replicate a fully de-
veloped application, it is possible to specify the number of tokens that the user wishes to generate
and the nested level of that batch of tokens. Figure 5.2 shows the console output of three different
script executions, with varying levels of nested and amount of tokens.

The time it takes to generate tokens will be investigated and detailed in Chapter 6. The pur-
pose of the manual setting of the token amount and nested level is for the verification script to run
through the token regardless of what level or amount of tokens it receives. Therefore it is possi-
ble to generate higher levels of nested tokens that would otherwise be realistic to test the prototype.

The signing algorithm used in the token generation function as specified in the object struct
listed in Listing 11 is "ES512," which, according to the Node-Jsonwebtoken documentation, uses
ECDSA signing with the P-521 curve and SHA-512 hash algorithm. As previously specified in
Section 5.2.1 Key Generation, the EC keys were chosen for their smaller size and comparable
security to higher RSA keys. As these tokens are designed to be lightweight and easily transported,
the ECDSA signing algorithm was chosen to support high-security levels and keep the token size
low. Different key sizes and signing algorithms will be explored in Chapter 6 when testing the
prototype.
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5.2.3 Token Verification

Once a token has been generated, the "tokenVerification.js" script is used to verify the token. The
script works by iterating through the tokens nested parameter, verifying the signature of each nested
token before continuing to the next, before ending up with the first-level token of the original issuer.
Once the first level token has been located and verified from the nested token, the public key of
the first level token issuer can be forwarded to the Blockchain to verify whether or not the user in
question has the requested access detailed in the token.

function VerifyToken(input, cert){
var isValid = false;
jwt.verify(input, cert, { complete: true }, function(err, decoded){

if(err){
console.log("Error: ", err.message);
return err;

}else{
var truebool = true;
isValid = true;
var timeNow = Date.now() - t1;
console.log("Verify success at time: ", timeNow);

}
});
return isValid;

};

Listing 13: Function to verify the encoded JWT

Listing 13 shows the primary verification code used in the prototype and takes the encoded to-
ken and public key (or certificate) as input. Then the code calls the "Node-Jsonwebtoken" module
to perform the verify operation on the encoded token with the signature, and then finally returns a
boolean to indicate whether or not the input token was successfully verified. The "VerifyToken"
function will return a false, if the used certificate does not match the one used in signing the token.

//Decodes the encoded JWT
function SimpleDecode(token){

var token_decoded = jwt.decode(token, {complete: true});
return token_decoded;

}

Listing 14: Decode function to extract JSON object from encoded JWT strings
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//Locates the first level token
function FindFirstToken(input){

var temp_token = input; //Encoded
var temp_decode = SimpleDecode(temp_token); //Holds decoded JSON object
var temp_verify = VerifyToken(temp_token, temp_decode.payload.Issuer);

loop();
function loop(){

if((temp_verify) && (temp_decode.payload.Previous != "NULL")){
temp_token = temp_decode.payload.Previous;
temp_decode = SimpleDecode(temp_token);
temp_verify = VerifyToken(temp_token, temp_decode.payload.Issuer);
if(temp_decode.payload.Previous != "NULL" ){

loop();}
}else{

console.log("Error: Token is already first token!");}
}
var returnVar = [temp_decode, temp_verify];
return returnVar;

}

Listing 15: Code to locate and verify the first level token in a nested JWT

As the purpose of the token scheme is to fetch the issuers public key, requested action, and
forward it to the ABAC system, there needs to be a function to iterate through the received nested
token and verify each nested token with the issuers of the previous token public key. Listing 15
shows the code used in the prototype for this exact purpose, where it takes in an encoded token and
returns the first level token nested within.

As JWTs are not inherently encrypted and thus do not require a key to decode, the Sim-
pleDecode function from Listing 14 takestakes the encoded JWT and returns it in a decoded JSON
format to access the information within. To ensure a token’s integrity, however, it is not enough to
decode the token and verify it at each step; hence, the FindFirstToken function calls the previously

Figure 5.3: Console output of the tokenVerification.js script
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described Verify function from Listing 13 as it iterates through each nested token. Once the func-
tion has reached the token with its previous parameter equal "NULL," it has located the first token
and will return it.

The output of the token verification script can be seen in Figure 5.3, where the token gen-
eration script was first used to make a level five token and then verified through the verification
script. Each time the script iterates through and successfully verifies a nested token, the timestamp
is outputted to show progress. Finally, the first token is returned, and parts of its data are outputted
to the console for manual verification, while the time it took to verify the token will be utilized
more in Chapter 6 when analyzing different test cases.
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Chapter 6

Testing & Results

This chapter illustrates how we have achieved Research Objectives 3 and 4 by showing various
tests and results from the developed prototypes.

• RO 3: Identify the important performance parameters associated with the application

• RO 4: Obtain the results for the identified performance parameters and thereby provide

evidence on the practicality of using Blockchains and delegatable tokens for access control

purposes.

The chapter is structured first to introduce the potentially identified performance parameters
related to the implementation and test those parameters alongside any results from the prototypes.
Then, following the implementation results, a security analysis of the solution will detail various
common attack vectors and whether or not the proposed model is vulnerable to them. The chapter
will also discuss how well the implementation meets the original requirements stated in the thesis
definition and attempts to answer the posed research questions in the introduction chapter.

6.1 Hardware & Project Configuration

Before detailing test cases and results of the designed prototypes, it is essential to showcase the
hardware and project environment the prototypes have been implemented to give a broader under-
standing of its later results.

Token Implementation & Testing Hardware
Identifier Hardware Name
OS Ubuntu 20.04.2 LTS
Motherboard ASUSTek B85-PRO GAMER
RAM 16GB DDR3 @ 1600MHz
CPU Intel(R) Core(TM) i7-4790 Quadcore @ 3.60GHz
GPU NVIDIA GeForce GTX 1070 Ti @ 1750MHz 8GB GDDR
Storage 480GB SATA 6Gb/s SSD

Table 6.1: Table showing Token Prototype Hardware
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Due to the limitations underlined in Section 1.3.2, only personal hardware was available to
develop and test the prototypes. Table 6.1 & 6.2 give an overview of the hardware on which the
development and testing of the various prototypes have been performed.

Blockchain Implementation & Testing Hardware
Identifier Hardware Name
OS Debian 4.19.0-14-amd64
Motherboard HP 85C6
RAM 5660MB DDR3 @ 1000MHz
CPU Intel Core i7-8565U Quadcore @ 1.60GHz using 2 cores
Storage 20GB SATA 1.6Gb/s SSD

Table 6.2: Table showing Blockchain Prototype Hardware

All token-related scripts and applications have been developed on the hardware and operating
system detailed in Table 6.1, using Visual Studio Code and Node.js. As this is a proof-of-concept,
the project structure has been purposefully kept to a minimum. Any generated keypairs or tokens
used in the generation and verification of the token scheme have been stored in their separate di-
rectories. This structure is done to ensure an easily readable overview for testing and development
purposes.

6.2 Performance Parameters & Testing

As defined in the thesis definition, fulfilling Research Objective 3 (RO3) requires various perfor-
mance parameters to be investigated and concluded based on the implementation.

RO 3: Identify the important performance parameters associated with the application

Furthermore, several tests need to be carried out to measure the solution’s viability to determine
the overall performance of the system. Specifically, there are primarily three use-cases of the
implementation that need to be investigated to measure the performance impact on the system:

• Token generation and verification, and verifying the corresponding attributes on the blockchain,

• Adding new attribute and revocation transactions to the blockchain through Hyperledger
Fabric, and

• Verifying a user’s attributes on the blockchain.

The combined performance of the two prototype implementations will give a complete picture of
the overall system performance to use in a final product. Some of the performance tests need to
consider the various states the system may be in and the edge-cases that define the upper and lower
boundaries to portray and convey the implementation’s performance accurately.
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6.2.1 Blockchain Parameters

The blockchain component of the system has three major elements whose performance should be
tested in their viability: The ledger, transaction creation, and attribute verification. These three
parts will determine whether the proposed blockchain usage has any future in access control sys-
tems.

The Ledger

Due to the immutability of blockchain making it impossible to delete blocks, as defined in Sec-
tion 2.2, the ledger will only grow in size. Over time, a blockchain will thus take up too much
physical storage for its capabilities to be practical. However, the degree to which a blockchain
grows is dependent on how much use it sees. In the proposed scheme, it is unlikely that the
blockchain sees daily transaction additions as security changes are relatively infrequent, but a new
employee or a new attribute addition would require further assignment transactions, and an em-
ployee leaving the company would require the revocation of the user’s attributes.

A company with one hundred employees with an average of thirty attributes for each user
initially has a blockchain with 3000 assignment transactions. It has been found that the average
yearly turnover rate is 10% [AverageTurnover] which means that ten employees with three hun-
dred attributes will need to be revoked and reassigned to new employees every year. Furthermore,
attributes and their policies may be refactored, causing even more transactions to be created. In
five years, 3000 transactions will be created and added to the blockchain due to employee turnover.
Changes to the attributes could cause another 1500 transactions, for a total of 7500 potential trans-
actions on the blockchain in five years.

Based on the example above, with organization sizes varying from ten to one thousand em-
ployees having an average of thirty attributes each, the data sets used for testing the blockchain
implementation will be the following:

• 750 transactions for a company with 10 employees

• 7500 transactions for a company with 100 employees

• 75000 transactions for a company with 1000 employees

While the most significant amount of data lies within the transactions, there is also the encap-
sulating block’s header and metadata to consider. The number of transactions that can fit within one
block is limited by the "batchcount" and "wait" parameters, meaning that the size of the blockchain
can be reduced by increasing these parameters, thus including more transactions per block. In
the previously mentioned example with 7500 potential transactions, a block configured to store
a maximum of fifty transactions would result in a minimum of 150 blocks and even more if the
transactions are distributed over time. Thus, the blockchain’s size will vary based on how many
transactions can be in each block. Testing for blockchain size reduction with transaction count
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should be carried out in an identical environment; thus, the following parameters were chosen for
testing purposes to ensure a degree of variability:

• 1000 transactions with a transaction count per block of 10

• 1000 transactions with a transaction count per block of 25

• 1000 transactions with a transaction count per block of 50

• 1000 transactions with a transaction count per block of 100

The time it takes to create a transaction should influence how long the orderer waits for further
transactions in the block creation process. The reasoning for this is because it should be possible
to create the transactions within the time frame specified in block creation to benefit from the
expanded transaction count of the block.

Transaction Creation

Adding a new user or attribute to the system requires a batch of attribute assignments to give ac-
cess rights; a quick and efficient transaction creation process would allow users to work seamlessly
without delay. However, a lower block creation time would mean increased storage requirements
due to fewer transactions per block. Thus, the block timer and batch count should be adjusted to
the specific organization’s requirements, balancing speed and storage.

Efficiently assigning a user’s attributes may improve workflow, but revocation relies more on
speed to stop an attacker from abusing access rights. Revocation also influences the debate for
speed over storage but adds a slight favoring for security to speed. Even ten seconds could be
enough time for an attacker to retrieve critical information, especially if the intrusion was discov-
ered late. If we consider security and efficiency, the block creation timer should be low, and batch
size should be large; that way, the block could be filled with hundreds of transactions in a short
time. Thus, the speed of creating a transaction will influence the amount of transaction data in the
block, reducing the overhead of the block data.

Attribute Verification

The last part of the blockchain implementation is the verification procedure. Attribute verification
is the component that determines whether or not someone has the attributes required to access the
system and its data. When a user requests access to a resource, the system will check the Access
Policy and the blockchain for assignment transactions for the necessary attributes. This process
may take some time and varies depending on how many transactions the system must query to
satisfy the access policy. Thus, the impact the amount of transactions on the world state has on
performance must be measured. Testing the verification process will be done using the previously
stated parameters of 750, 7500, and 75000 transactions, of which revocations account for 20%
through employee turnover, leaving only 60% valid attribute assignments for each parameter.
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The verification process should be as fast as possible while still maintaining the necessary
level of security, but any AC system should take the human component into consideration. In
leisure, users have been found to tolerate a waiting time of up to two seconds [21], hence the
processing time to satisfy an access policy through attribute queries should preferably be less than
two seconds for the proposed model to be considered a success.

6.2.2 Token Parameteres

When it comes to permission token performance, multiple factors weigh into any potential param-
eters or results. These factors can be split into three parts; generation, verification, and transfer
time. The generation and verification parameters would have to be coupled with the data transfer
rate of the potential implemented ABAC solution and combined after that with the blockchain so-
lution to form a complete picture of the system’s performance. In order to set some preliminary
performance parameters to investigate, some initial results from the system and any system limiters
are necessary to be investigated.

Data Transfer Rate

The first potential performance parameter of the system would be the data transfer rate of which
the token itself can be transported between users and the system. If we look at various technologies
that could be in use in modern businesses with the expectation that they use somewhat outdated
protocols, their data transfer speeds set the lower bound, and we get the following:

• The Wi-Fi 802.11b standard released in early 2000 has a data transfer rate of 11Mbps.

• The USB2.0 standard was released in April 2000 and supported a 480Mbps transfer rate.

• A LAN environment with a standard Ethernet connection supports up to 100Mbps speeds.

Which shows that the 802.11b Wi-Fi standard is the lower bound for data transfer speeds for
identifying performance parameters related to the implementation.

Size Limitations

The JWT standard, as described in RFC 7519, has no standard upper limit on the size of the token
itself. However, because a JWT is typically included in an HTTP header, the various web server
technologies set upper limits to the size of their header fields:

• Apache 2.0 and 2.2 have an upper limit of 8KB[22].

• Nginx specifies 4-8KB[23].

• The Internet Information Services (IIS), depending on the version, has a limit of 16KB[24].

• Lastly, Tomcat specifies a header limit of 8 - 48KB[25].
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That leaves us with a lower bound of 8KB and an upper bound of 48KB for a standard HTML
header, in which the JWT token is typically included, and a transfer rate of 11Mbps for the imple-
mentations’ lower performance bound.

Key size & Hashing algorithm

Moreover, the key and hash could impact the performance of the implemented solution. The
delegation token key size will depend on the hashing algorithm used for the token signature, which
means that the size of the key will always have to be lower than the hash size. As the prototype
is designed to utilize ECDSA to sign and corresponding EC keys, we get the following potential
performance parameters that need to be investigated:

• ECDSA256 can only use 256-bit keys.

• ECDSA384 can utilize 256 and 384-bit keys.

• ECDSA512 can use 256, 384, and 521-bit keys.

If we assume maximum security for the upper bound of performance testing, we are left with
ECDSA512 and a key size of 521 bits; however, all six combinations of supported key and hash
sizes should be investigated for potential performance impacts.

6.3 Results

In the following section, we have illustrated the obtained results based on the previously detailed
performance parameters concerning the implemented blockchain-based ABAC with a delegatable
permission token solution, thus fulfilling Research Objective 4 (RO4):

RO 4: Obtain the results for the identified performance parameters and thereby provide evidence

on the practicality of using Blockchain and delegatable tokens for access control purposes.

6.3.1 Blockchain Results

The blockchain prototype was tested using the parameters from Section 6.2.1, and the results will
be displayed in graphs in this section. It should be noted that these results are influenced by the
hardware used, detailed in Table 6.2, utilizing more powerful hardware would reduce the process-
ing time considerably.

Before we get into the results, some of the terminology used must be clarified. The time a task
takes to complete from the user’s perspective is referred to as "real time" and includes the waiting
time for other processes running on the operating system. In contrast, "process time" is the time
spent by the system executing the task without waiting for other processes. While "assignment
number" and similar variants are the number of times a task has been run. Next, the results use a
standard block creation timer of two seconds and a block batch size of ten unless otherwise stated.
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Figure 6.1: Time passed for the user in Assignment testing.

Assignment Creation

The results in Figure 6.1 show the time used by the assignment task in real-time. The peaks on the
graph are likely due to block creation and distribution slowing down the transaction process but
could also be related to scheduling process time on the operating system. The maximum value of
1188ms creates an upper bound for how long the user would have to wait, meaning only a single
transaction would be included in the block when using a two-second block timer. However, it is
more realistic to use the mean to determine how many transactions are in a block, which would
allow thirteen consecutive assignments within two seconds. The minimum time of 79ms is likely
due to an almost perfect scenario of uninterrupted process scheduling and would almost double the
number of transactions created compared to when using the mean.

Figure 6.2: Processing time of Assignment function.
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Figure 6.3: Time passed for the user in Revocation testing.

Next is Figure 6.2 which provides some insight into how long the process has to wait for
scheduling when compared to Figure 6.1. Results show that peaks in processing time are spaced
out roughly every ten transactions, aligning with the batch size limitation on block creation, con-
cluding that the orderer’s block creation process is included in the overall processing time. Various
anomalies related to the peaks in processing time can be attributed to blocks that met the time limit
before the batch size limit. The disparity between processing time shown in Figure 6.2 and real
time shown in Figure 6.1 means that using a specifically designed system architecture prioritizing
blockchain tasks could reduce the waiting time of a task significantly.

Figure 6.4: Processing time of Revocation function.
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Figure 6.5: Time passed for the user in Verification testing.

Revocation Transaction

Revoking a compromised user’s attributes should be a quick process and requires a low block
creation timer, as discussed in Section 6.2.1. The results in Figure 6.3 show that a revocation task
may take as long as 1157ms or as little as 88ms. Considering the average attributes assigned to
a user being thirty, even the minimum real-time for a revocation transaction creation would not
include all the transactions in one block given the two-second limit. However, using the mean time
and multiple blocks would still revoke up to 64 attribute assignments within ten seconds, being well
within the criterium. Furthermore, Figure 6.4 shows that the time it takes to fulfill a revocation task
could be lowered with the use of a specific system architecture prioritizing blockchain operations,
like with attribute assignments.

Figure 6.6: Processing time of Verification function.
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Blockchain Verification

Verification time is an important factor in the blockchain-based ABAC system since it would be the
most impactful element on most users. Results from Figure 6.5 show a maximum of 3704ms when
searching for a single attribute on the world state, which is higher than the two-second verification
time needed for a successful implementation, defined in Section 6.2.1. However, verification times
longer than a few hundred milliseconds is the exception, and using the mean or the minimum ver-
ification time is a success.

Once again, there is a discrepancy in the real-time and the processing time shown in Fig-
ure 6.6, but this time there is no block creation taking place, only a world state search that is not
included in process time. While it is probable that an optimized system to impact the verification
time, it is not concluded so because the searching time is part of the verification proper, but not the
processing time.

Figure 6.7: Logarithmic comparison of Verification function.

Verification sees a fluctuation in time to complete based on assignment count; the more at-
tribute assignments there are on the world state, the longer it takes to verify one. The impact of
transaction count on verification time can be seen in Figure 6.7, in which the three size parameters
stated in Section 6.2.1 are used. The world state in the 750 transaction example has 450 valid
attribute assignments and takes an average of 302ms to verify one single attribute, and for every
step up in transaction count, the verification time increases as well. Waiting for three seconds once
in one thousand times is reasonable, but an average waiting time of nine seconds is unacceptable.
Thus the verification component is successful in smaller world states but fails when there are too
many attribute assignments to search through.
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Blockchain Size

The blockchain size results, tested with the parameters from Section 6.2.1 are shown in Table 6.3.
While there is a definite decrease in size depending on how many transactions are contained in
each block, the block’s header and metadata do not have a significant enough impact to warrant
further investigation.

Blockchain size by batch size
Batch size 10 25 50 100
Blockchain size 6.169MB 6.168MB 6.167MB 6.167MB

Table 6.3: Blockchain size by batch size using 1000 transactions

6.3.2 Access Token Results

In this section, we have provided various charts and figures to showcase the results of the delegat-
able token implementation. As one of the defining performance parameters of the token comes in
the form of its various supported key and hash size combinations, as previously explained, each
graph will have the data set for each combination to showcase the overall performance of the im-
plementation while simultaneously drawing conclusions based on them.

Each data parameter has been named in the following manner: "Type_KeySizewHashSize,"
where the first part identifies the type of data (verification, generation, or size), the second part
shows the key size in bits (256, 384, or 521), and the last part shows the size of the SHA hash of the
ECDSA signing algorithm (SHA256, SHA384, or SHA512). An example would be the size graph
of a 384-bit token using the SHA512 hash algorithm with a naming identifier of "Size_384w512".

Figure 6.8: Delegation Level 1 - 42, shown in MB
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Figure 6.9: Delegation Level 1 - 20, shown in KB

As the highest possible token to be generated using the implemented system is a token of 42nd
degree, the dataset used to generate the tokens go from 1 through 42 to showcase the performance
results of the entire implementation, even if the higher levels of nested tokens are not realistic for
deployment.

Size Limitations

The first and arguably the most crucial performance parameter in relation to the delegatable token
implementation is the upper and lower bounds of supported sizes. As previously mentioned, the
various web server applications have default or maximum allowable HTML headers for their so-
lutions, which means that the proposed token must not be larger than the specified size limitations
in their respective documentations.

As detailed in Chapter 4, each nested token contains all lower-level variants, which means
that the size of the implemented token increases exponentially up to the performance ceiling of 42.
Figure 6.8 shows the increase in token size as measured in MegaBytes and shows that the last few
generated delegation levels can reach sizes of 500MB. This increase in size can already be seen
in the lower token levers, as shown in Figure 6.9, where the graph incline begins building quite
rapidly at delegation level 15.

However, as the previously stated performance requirements for size were 8, 16, and 48KB,
respectively, we need to look at those lower and upper bounds in more detail. Figure 6.10 details
the Apache and Nginx lower bound limit of an 8KB HTML header. The graph shows that only two
combinations can reach the 5th level while still keeping under the lower bound of 8KB: 256-bit
keys using SHA256 and 256-bit keys using SHA384. The hash size contributes significantly to the
overall token size, as the 256-bit key with SHA512 is too large to fit within the lower bound. These
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Figure 6.10: Lower Bound of 8KB

results show that all six combinations can reach the 4th level, meaning a token can be delegated
four times without encountering size issues.

The upper bound of 48KB can be seen in Figure 6.11, where the only two combinations that
exceed the upper bound were 384bit and 521-bit keys using SHA512. This result shows us that
all token variations except for the two largest (384bit and 521-bit) keys using SHA512 can use a
token of 10th degree; otherwise, all token variations support tokens of the 9th degree.

Based on these results, we can conclude that to satisfy the lower size bound of 8KB, thus
ensuring a token fits within those transport protocols as previously mentioned, the token delega-
tion level must be limited to the 5th degree, as shown in Figure 6.10. Should the implemented

Figure 6.11: Upper Bound of 48KB
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(a) Delegation Level 1 - 20 (b) Delegation Level 1 - 42

Figure 6.12: Graph showing the generation time of the token implementation.

transport protocol be Tomcat with its header limit of 48KB instead, the token application could at
most support delegations up to the 10th degree.

Assuming, as previously stated in Section 5.2.1, we follow the NIST recommendation for a
key size of 2048bit RSA keys or 224bit EC keys, we can safely say that 256bit keys with SHA512
for signing for the highest degree of security can support a delegated level of 4 to satisfy the lower
bound, or delegation-level 10 for the upper bound.

Generation Performance

As previously specified in Section 5.2.2, the actual procedure to generate a token is two-fold. First,
the user will specify various information, then the application will generate the token and sign it

Figure 6.13: Token generation time level 1 through 10.
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Figure 6.14: Delegation Level 1 - 42

using the ECDSA with the specified hash size (SHA256, SHA384, or SHA512). That means that
the most significant performance impact on the token generation time will be the key size and hash
algorithm, as previously stated in the performance requirements.

Figure 6.12 (b) shows the overall time it takes to generate the various delegatable tokens
showing levels 1 through 42. As shown in the graph, the results are consistent until the 20th-
degree mark, when the different combinations of keys and hashing algorithms start to differ in
time. Figure 6.12 (a) shows the various times it takes to generate tokens level 1 through 20, where
the largest supported key size of 521-bits and SHA512 takes the longest, while the others are more
evenly distributed.

Figure 6.15: Token verification time delegation level 1 through 10.
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However, as previously concluded with sizing restrictions in the last part, the highest sup-
ported token needs to be limited to a 10th level token. Figure 6.13 shows the performance data
related to token generation for tokens of 1st through 10th degree. The early drop in timing can
be attributed to the fact that more information needs to be specified when generating a first-level
token than for a second-level token, which merely takes the first and generates a second. The over-
all performance that Figure 6.13 shows a maximum generation time of 10ms overall regardless of
which key size or hash algorithm is used. However, this can be halved to 5ms for tokens utilizing
the recommended 256bit key size with SHA256 or SHA384 as the hashing algorithm.

Verification Performance

As Section 4.2.3 mentions, once the ABAC system receives a permission token, it is forwarded to
the Token Administration Point (TAP) for verification. The verification process essentially iterates
through all potentially nested tokens, ensures it is within its expiration time and validates any sig-
nature within the token to verify authenticity.

As a 42nd-degree permission token is the highest supported delegation level of the imple-
mented system, Figure 6.14 shows the cumulative verification time of a 42nd level token, where it
exponentially increases as the delegation level goes up. Because of the extreme ramp-up in verifi-
cation time after delegation level 30, Figure 6.16 shows the cumulative verification time of tokens
1 through 20, where the increase in time is somewhat more gradual, having only about a four times
increase in verification times between level 10 and 20, versus some 30-time increase from level 30
to 40.

Furthermore, Figure 6.16 quite elegantly shows how as the key size increases, so does the

Figure 6.16: Delegation Level 1 - 20
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verification time, as all 256-bit keys are clumped together and have about a 20ms verification time
at 20th level, the 384-bit keys conform around 55-60ms, and the 521-bit key surpasses all previous
key sizes with a verification time of almost 80ms.

The conclusion regarding the size requirements of the HTML headers’ upper and lower
bounds, shows that the implementation will potentially be limited to a 10th-degree level token.
Figure 6.15 shows the verification times in detail for delegation levels 1 through 10, where each
matching key size and the hash algorithm is highlighted with their respective performance num-
bers. If we take the previously concluded result based on NIST recommendations and focus on the
256bit key using the SHA512 hashing algorithm, we can analyze its performance from Figure 6.15.
For the lower bound of an 8KB header, the token would be limited to a 4th-degree delegation, in
which case the verification time would only be a measly 2-3ms. If we focus on the upper bound of
48KB and its corresponding 10th level token, we get the verification performance of around 5ms
when using a 256bit key.

Token Performance Analysis

This section combines the previous size, generation, and verification results, with the various trans-
fer rates concluded previously to illustrate the overall performance of the token implementation.
To accurately analyze the application’s performance, the lowest transfer rates of 11Mbps will be
combined with the upper bounds of the transport protocols of 48KB. Due to limitations in token
size from the upper bound of 48KB, delegation-level is also limited to the 10th degree. Therefore,
delegating access from a 9th-degree access token to a 10th is the slowest process the system must
accommodate. Using these numbers, we can calculate the expected slowest transfer speed of the
highest delegation-level the system can accommodate:

1. 11Mbps is equivalent to 1.375MBps and 1375KBps.

2. Transferring a 9th-degree token of 32KB with a transfer rate of 1375KBps would then take
24ms.

3. Transferring a 10th-degree token of 44KB with the lower bound transfer rate would then
take 32ms.

If we go back to the thesis scenario and assume a Manager wants to generate a 9th-degree
token, as shown in Figure 6.7, that would take 8ms. If we combine the generation time with the
transfer time, it will take (8ms + 24ms) 32ms for the system to generate the Managers token and
transfer it to his Employee. If the Employee wishes to delegate access to an outside consultant
further, he will generate the maximum supported 10th-degree token taking 9ms and transfer it to
the Consultant for a total of (9ms + 32ms) 41ms to re-delegate his access.

When it comes to verification, the results can be seen in Figure 6.10, where our Consultant
has just received a 10th level access token and attempts to gain access to the system. Using the
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previously calculated transfer rate of 32ms for a 10th-degree token, the graph in Figure 6.10 shows
us that the verification process takes 5ms to validate the token authenticity, totaling 37ms.

If we combine the results and assume no delay between the parties, we can see that the Man-
ager takes 32ms to generate and transfer to his Employee, which takes an additional 41ms to
re-delegate to the Consultant, which finally takes 37ms to transfer the token and get it verified by
the system. Thus, the results combined are 110ms from the Manager generating the delegation
token to the system verifying the Consultants’ token authenticity.

An important thing to note regarding the concluded result is that this is the approximate time
it takes for the various system components of the proposed model to generate, transfer, and ver-
ify the access token. A fully implemented Blockchain-Based ABAC system would potentially
have a higher performance impact than the results given, as it would include mutual authentica-
tion between users and various other performance aspects of the ABAC system. However, these
parameters are outside the thesis scope and are a performance analysis left for future work.

The next section of the thesis will combine these acquired token results with the performance
data from the blockchain implementation to give a complete view of the proposed system perfor-
mance.

6.3.3 Prototype Performance Analysis

Looking at the combined results of the token and blockchain performance analysis, we can inves-
tigate whether or not the two parts of the proposed model are a viable solution for deployment, and
can be seen in Figure 6.17. As mentioned in Section 6.2.1, users can tolerate a waiting time of up
to two seconds, meaning the combined performance of the delegated access token and blockchain
prototypes must fit within these parameters to be a viable solution.

Section 6.3.2 uses the highest delegation-level the token prototype supports, combined with
the lowest transfer speeds, to conclude that the three-step process between a Manager, their Em-

Figure 6.17: Combined performance results.
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ployee, and a Consultant takes 110ms to complete. As detailed in Section 6.3.1 and shown in Fig-
ure 6.7, utilizing the blockchain implementation with ten employees, takes an average of 302ms
to verify a single attribute on the world state, and 100 employees give an average of 1062ms. The
same blockchain results also conclude that the upper parameter of testing performed with 1000
employees takes an average of 9.3 seconds to verify a single attribute, thereby not within the vi-
able limits of two seconds. If we take the two potential blockchain performance parameters of 10
and 100 employees, we can combine the verification times with the delegated token performance
to show the system’s overall performance.

Seeing as the previously concluded example in Section 6.3.2 only took 110ms, and verifying
an attribute in a system with ten employees takes 302ms, it is safe to conclude that at this employee
level, the performance of the proposed solution is viable with a total time of 412ms. This result is
not including the out-of-scope parameters of an ABAC system. Given the example in Section 6.3.2
with the Manager that delegates access to an Employee, which further re-delegates to a Consultant,
we can see that the delegation verification time of 110ms only accounts for about 10% of the total
performance if paired with the highest supported blockchain parameter of 100 employees taking
1062ms.

With the token generation and verification time being low relative to the blockchain process-
ing time, it is more or less possible to base the overall system viability primarily on the blockchain
performance. Thus, the second blockchain performance parameter of 100 employees is also a
viable solution, while the third tested parameter of 1000 employees is outside the acceptable per-
formance window using the currently available testing hardware. However, this also means the
proposed delegation model is a viable solution, regardless of the number of transactions on the
blockchain, since it constitutes such a small percentage of the overall performance using the low-
est supported transfer speeds and the highest supported delegation levels of the system.

6.4 Security Analysis

Multiple potential attack vectors towards both the blockchain and token implementation and the
model itself need to be analyzed. Table 6.4 shows an overview of the analyzed attack vectors
and whether or not the various attacks are possible on the proposed model. The following part
will list the various potential attack vectors and discuss whether or not the proposed model could
be vulnerable to such attacks in detail. Before the attack vector analysis, there are many integral
components to the proposed model that need to be discussed, namely attributes and the signing
algorithms.

In the proposed model and implementation, trusted attributes are utilized through a blockchain
implementation to authenticate and authorize users based on access policies in an Attribute-Based
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Security analysis of various attack vectors
Attack Vector Vulnerable
Forging attributes Not possible
DoS / DDoS Possible (at model level, not prototype)
Sybil attacks Not possible
51% attack Not possible
Double-Spending Possible (under some circumstances)
Man-in-the-Middle Not possible
Insider Delegation Possible
Routing attack Not possible
Race attack Not possible
Finney attacks Not possible

Table 6.4: Security analysis of various attack vectors

Access Control (ABAC) scheme. The following scenarios detail potential attack vectors towards
the trusted attributes of the system.

Can a user collude or otherwise forge attributes?

All potential attributes within the current proposed model are stored within a trusted Attribute
Authorities’ Attribute Repository. What this means, in essence, is that it should not be possible
for a malicious third party to be capable of generating attributes or otherwise modify the Access
Policies to be allowed access based on their already owned attributes.

A user cannot attempt to forge an attribute and append it to the blockchain because each
attribute assignment must be signed by the Attribute Authority, which means that a potential ma-
licious third party would have to forge the attribute and the signature of the AA. The signature
scheme utilized by the token and blockchain implementation both use the ECDSA signing algo-
rithm, which according to NIST [26], is unforgeable if the hash algorithm used is that of SHA2,
which is equivalent to the hashing algorithm used by the proposed scheme of SHA256. This un-
forgeability also extends to the delegatable token model as it uses the same signing algorithm as
the blockchain implementation. Therefore a potential malicious third party can forge neither the
tokens nor the attributes under the proposed model.

Denial of Service (DoS) attacks

A malicious actor could overwhelm a node with requests in a DoS attack, thereby preventing
legitimate users or systems from utilizing the node. Within the current proposed model, whenever
a user wishes to access a resource, either through their attributes or a delegated token, the requests
come in through the Policy Enforcement Point (PEP), that further queries parts of the system,
thereby also the blockchain, for whether or not the user should be authorized access. Therefore, a
malicious actor could overwhelm the first point of access, namely the PEP, meaning the proposed
Blockchain-based ABAC system as a whole would be vulnerable to this attack vector. However, the
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blockchain implementation itself and its nodes would not be vulnerable, as only an administrator
or trusted system component could query the nodes on the blockchain.

Sybil and 51% attacks

A Sybil attack would be where a node uses multiple different identities to get control over a large
portion of the network in a standard blockchain model. Sybil attacks are not a vulnerability in
the proposed model, as each node is a trusted part of the system and not controlled by third-party
systems. By extension, that also means that "51% attacks", where an actor gets control of more
than 50% of the computing power of a network, is also not possible in the proposed solution.

Double-Spending attacks

In a traditional cryptocurrency blockchain model, a double-spending attack is where an actor per-
forms multiple transactions with the same currency, which does not apply to the proposed model.
However, a malicious actor could attempt a double-spending attack using the delegated tokens and
attempt to access the system on two different access points using the same delegated token. As
this is outside the scope of the project, it is not possible to conclude for sure whether or not a
double-spending attack with tokens would be possible or not, as it would most likely create a race
condition on whether or not two tokens can be processed simultaneously and therefore both be
granted access before the token is added to the blacklist of the system.

Man in the Middle attacks

A Man in the Middle (MitM) attack is where an attacker places themselves between the communi-
cation of two parties and can modify or block certain communications. When two parties mutually
authenticate with each other to exchange tokens, there is a possibility that the legitimate user is
communicating with a false identity of an attacker using a forged certificate. As the proposed sys-
tem utilizes a trusted Certificate Authority through the Attribute Authority and employs ECDSA
signing algorithms, it is impossible to forge the system’s signature, so it is impossible to forge an
identification certificate to use in a MitM attack. If, however, that was possible, the token’s issuer
still specifies the receiver in the token generation before signing it. If the user requesting access
through a token does not match the "receiver" parameter of the issued token, the authorization
process is terminated. Hence, it is impossible to perform a man-in-the-middle attack through the
proposed permission token model.

Insider Delegation attack

Assuming a user has verified attributes in the system and wants to generate a delegated permission
token to a third party, there is no verification check on the receiver’s credentials within the current
model. The model assumes that it would only be possible to delegate to trusted users within a
pre-defined domain, but no restrictions have been put in place as the model is currently proposed.
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Therefore it could be possible for a verified insider to delegate access to a malicious third party
and gain access to the system.

Routing, Race, and Finney attacks

A malicious actor could perform various other common attacks on a blockchain, namely Routing,
Race, and Finney attacks. Routing attacks are where an attacker intercepts and modifies a message
on the blockchain; Race attacks are where a user generates two transactions and uses the first trans-
action legitimately, and broadcasts the second transaction before the first one is verified. Lastly,
Finney attacks are where an attacker creates two transactions where one targets the legitimate user
and one target himself. The common denominator of all these attacks is the requirement of di-
rect user input on the blockchain, which from the proposed model is not possible for outside third
parties. All updating, modifying, or querying the blockchain happens strictly through a trusted
channel of system components such as the Attribute Authority, Policy Enforcement Point, or a
systems administrator. At no point does a client or user directly communicate with the blockchain.
Therefore these attacks are not possible with the proposed model.

6.5 Meeting requirements

This section discussed how well the implementation meets the original requirements based on the
results detailed in Chapter 6 and attempt to answer the various Research Questions stated in the
introduction of the thesis.

The informal requirements of the proposed implementation were that it had to support a
blockchain to store various transactions and a token scheme to delegate access to users outside
the organization domain. The implemented prototype fulfills these requirements by utilizing Hy-
perledger Fabric and a world state database to represent the blockchain aspect of requirements,
which the results show is a success given the current hardware limitations. Furthermore, the pro-
posed token scheme can generate tokens within a few ms, and the system can verify the token’s
authenticity within a short period; thus, the system fulfills the requirements, and delegation of ac-
cess is possible within the proposed model.

The four Research Objectives stated in Section 1.2.2 have been fulfilled through the various
relevant parts of the thesis and are mentioned at the beginning of the appropriate chapters. Sec-
tion 1.2.3 poses three Research Questions, of which the following parts will directly answer:

RQ 1: How can we implement a prototype for the Blockchain-based ABAC scheme with

permission delegations proposed in 1.2?
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The process of implementing the proposed model is showcased in Chapter 4, where Hyper-
ledger Fabric is utilized for the blockchain aspect and Java Web Tokens for the delegatable access
part. The different results shown in this chapter serve as proof that the proposed implementation
is a success and that both the token and blockchain features of the prototype work and provide
concrete results about the system performance.

RQ 2: How can we optimize the implementation so that it is possible to achieve higher levels of

performance?

Various optimization aspects have been identified through the testing phase of the thesis. When it
comes to the token implementation, the primary limiter is the size increase of the token as external
factors limit it through the HTML header in the transport protocols. A solution to this problem was
located during testing, where it was concluded that if the design of the token model were changed
to only include the requested "action" and "objectID" in the first token, it would overall reduce the
size of the consecutive levels. The rationale behind this conclusion is that only first-level tokens
are checked for requested object and action parameters, and so including these in all tokens is a
waste of resources.

Another area of access delegation optimization is reducing the key size used for signing the
token, as a lower bit-sized key would reduce generation and verification time and reduce storage
requirements. However, this change must be based on necessary levels of security, as the smaller
the key size, the weaker the security.

The blockchain verification process searches the entire world state for all possible assign-
ments that fulfill the query because there could be more than one instance of a user having an
attribute. While the user should not have multiple copies of the same attribute assigned to them, it
is also unnecessary to keep searching once one assignment has been found.

The verification process is slow, and one way to increase its performance is to adopt the
searching function used in revocation. The revocation function, as covered in Section 5.1, searches
the world state for existing assignments at a much faster rate than the verification process. The
difference in speed could be due to the rich query utilized in verification searches, which could be
mitigated by creating a composite key from the attribute and public key. A composite key would
also remove the possibility of having multiple assignments of the same attribute to a user.

RQ 3: Is Blockchain-based access control with permission delegation suitable and realistic for

the application scenario specified in the thesis definition?

Based on the results concluded in this chapter, the proposed model is realistic and suitable for
deployment for the specified application scenario in the thesis definition. The delegatable token
aspect of the implementation is a success even when using the upper limits of supported delegation
levels taking a combined time of less than 100ms to generate and verify through the system. As
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the blockchain performance increases with higher levels of transactions stored on the ledger, the
token performance remains consistent regardless of the parameters used, meaning it is suitable for
the proposed application scenario.

The blockchain implementation also shows that it can perform the necessary operations to
store the various transactions necessary to operate an ABAC system. The proposed model sup-
ports up to one hundred employees with thirty attributes each through various revocation and as-
signment transaction combinations shown in the results using the current hardware available. As
the hardware utilizing in testing is far from a realistic deployment scenario, the proposed model
could likely support many attributes and transactions while still being within acceptable perfor-
mance parameters, as concluded in Section 6.3.3.

Thus, the proposed Blockchain-Based ABAC scheme with delegatable permission tokens is
suitable for the proposed scenario and potentially other similar scenarios if the proposed perfor-
mance optimizations were implemented as well as upgraded hardware.
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Chapter 7

Conclusion & Future Work

The thesis proposes a Blockchain-based ABAC scheme with delegatable permission tokens through
the use of standardized technologies such as Hyperledger Fabric and Java Web Tokens. The project
consisted of developing two separate prototypes to showcase the proposed model utilizing the
aforementioned technologies.

Both visual and quantitative results show that the proposed model fits the application scenario,
with delegatable token performance staying well under 50ms to generate, verify, or transfer the to-
ken. At the same time, the blockchain performance stays under the acceptable performance ceiling
of two seconds as long as the application scenario is limited to 100 employees or less. Utilizing
more powerful hardware would increase the number of supported employees and transactions for
the blockchain. At the same time, the delegatable tokens show consistent performance results even
for the upper bounds of performance analysis, meaning it is a suitable solution to delegating access
in an AC system.

Furthermore, the results show that the model is scalable through the use of the proposed
blockchain and delegatable tokens, thus solving some of the issues posed by related work men-
tioned in state-of-the-art. Testing the blockchain prototype shows it can support upwards of one
hundred employees before reaching the acceptable performance ceiling. At the same time, the
token prototype supports upwards of ten delegation levels before reaching the size limit of the
transport protocols.

The security analysis reveals that the proposed model is resistant to most of the standard
blockchain-based attack vectors investigated and many other typical attack vectors. The primary
concern regarding storing the attribute transactions on the blockchain is whether or not a user can
forge attributes and thereby gain access. The security analysis demonstrates this is not possible
as the AA signs each attribute transaction through the ECDSA, which is unforgeable using the
applied hashing algorithm of SHA2 in the model.
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7.1 Future Work

Several potential improvements to the model and implementation have been identified throughout
the project period. Most notably are the ones ascertained in Section 6.5 when answering Research
Question 2 regarding prototype optimization:

• Redesign token model so delegated tokens after the first does not include unnecessary data
parameters such as "ObjectID" and "Action," as the verification process only verifies the
authenticity of each nested token and merely checks the first token for the requested access
parameters.

• Modify the transaction implementation to utilize a composite key made from the public key
and attribute as the unique identifier.

Furthermore, several other ideas and additional development aspects have been identified
through the implementation and testing of the model. The most apparent work would be to combine
the two prototypes by implementing an ABAC system and the various system components that
would require. This development would allow for a complete analysis of the system’s usability
and provide more accurate performance data than is currently available through the implemented
prototypes. Additional potential future work on the model or developed implementation are:

• Investigate the performance impact and usability of a locally stored blacklist versus the pro-
posed centralized blacklist database, which is used to ensure access tokens are not re-used.

• The endorsement list in each transaction grows larger for every peer in the system, which
should be tested and examined for problems.

• Public keys are long and could be replaced with pseudo-identities, which could decrease the
size of both blockchain and tokens.

• The system has not been stress-tested if a significant amount of users and peers make assign-
ments, revocations, and verification requests simultaneously, which could have unintended
consequences and slow down the system.

75



Appendices

A Git Repository

Due to the nature of the project and the number of project files, they have been uploaded to a
Git repository for further review rather than included in the appendix. Anyone can find the Git
repository with the project files at the following link GitHub Repository. The repository is struc-
tured in two parts to contain the two proof-of-concept prototypes detailed in this report.
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