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Abstract

This master’s thesis studies the implementation of advanced machine learning (ML) tech-
niques in industrial automation systems, focusing on applying machine learning to enable
and evolve autonomous sorting capabilities in robotic manipulators. In particular, Inverse
Kinematics (IK) and Reinforcement Learning (RL) are investigated as methods for control-
ling a UR10e robotic arm for pick-and-place of moving objects on a conveyor belt within
a small-scale sorting facility. A camera-based computer vision system applying YOLOVS is
used for real-time object detection and instance segmentation. Perception data is utilized to
ascertain optimal grip points, specifically through an implemented algorithm that outputs
optimal grip position, angle, and width. As the implemented system includes testing and
evaluation on a physical system, the intricacies of hardware control, specifically the reverse
engineering of an OnRobot RG6 gripper is elaborated as part of this study.

The system is implemented on the Robotic Operating System (ROS), and its design is in par-
ticular driven by high modularity and scalability in mind. The camera-based vision system
serves as the primary input, while the robot control is the output. The implemented system
design allows for the evaluation of motion control employing both IK and RL. Computation
of IK is conducted via Movelt2, while the RL model is trained and computed in NVIDIA
[saac Sim.

The high-level control of the robotic manipulator was accomplished with use of Proximal
Policy Optimization (PPO). The main result of the research is a novel reward function for
the pick-and-place operation that takes into account distance and orientation from the target
object. In addition, the provided system administers task control by independently initial-
izing pick-and-place operation phases for each environment. The findings demonstrate that
PPO significantly enhanced the velocity, and adaptability of industrial automation compared
to motion control with Movelt. The research shows that accurate control of the robot arm
can be reached by training the PPO Model purely by applying and training in a digital twin.

The application is showcased in a demo video: Utilizing Reinforcement Learning and Com-
puter Vision for a Pick-And-Place Operation
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Chapter 1

Introduction

This master’s thesis is a result of an interdisciplinary research applying the disciplines
of mechatronics and Information and Communication Technology, in particular, applying
Robotics and machine learning (ML). A main goal of the study has been to implement an
efficient and adaptive small-scale sorting facility driven by the challenges presented in the
Problem Statement Section 1.3. Stellai AS (StellAi) has been a main stakeholder of the
implementation. StellAi is a startup with a desire to make the recycling industry more sus-
tainable by evolving on state of the art technology. The implementation has been supported
by Mechatronics Innovation Lab (MIL) at the University of Agder (UiA), that has provided
necessary resources and equipment needed for the implementation.

For enabling an industrial set up and supporting realistic real life testing, a conveyor belt
is set up for transporting unsorted objects from which the robot is able to pick and place
the various objects into the correct baskets. In the interest of exploring and pushing the
capabilities of applying ML algorithms, the application has been restrained to only using one
RGB camera, and it is employed on a robotic manipulator for executing the Pick-And-Place
operation. For developing a fully automated sorting facility, the overall process has been
divided into three phases:

1. Computer Vision with object detection for classification and localization of objects
placed with randomized pose at the beginning of the moving conveyor belt. In addition
to multi-object tracking with an algorithm to estimate optimal grip position, angle and
width.

2. Object handling, the objects are handled by a collaborative robot where one solution
uses IK to calculate joint positions throughout the planned trajectory. The other
solution utilizes a learned RL policy to move each joint position based on target pose.
The robot is picking outside the Field of View (FoV) of the RGB camera and only
the world coordinates of the target object is known through estimation by a computer
vision pipeline.

3. A virtual replication of the environment as a digital twin in order to trace, simulate
and calculate the working of the Robot before moving.

In the quest for developing autonomous systems, a particular challenge is the need to main-
tain functionality and reliability, while minimizing the dependency on traditional sensor
arrays. The focus is to create a sensor-minimalistic system that leverages a single RGB cam-
era for visual perception, eschewing the typical array of standard industry sensors. Such an
approach underpins the potential of computer vision techniques in transcending the bound-
aries of conventional sensor-based systems.

Object detection has been instrumental in enabling real-time, high-accuracy perception in
various applications, making it a critical component of proposed sensor-minimalistic systems.



By using sophisticated algorithms, object detection is capable of identifying and localizing
objects within a complex environment, thereby enabling the system to interact effectively
with its surroundings. This accurate perception forms the foundation of an autonomous
system’s capability to execute various tasks.

An important factor for the success of the implementation is that developed mechanisms
work in a dynamic environment where the localization of objects is random and constantly
changing. This is especially pertinent in the context of pick-and-place operations, where
the system must effectively identify, localize, and manipulate objects despite the absence
of a pre-determined object placement. Consequently, the object detection algorithm must
be robust and adaptable enough to handle these environmental variations, providing precise
localization and classification of objects in real time. The versatility of the environment
mandates a system that is adaptable and resilient, thus, underscoring the significance of
advanced computer vision techniques in enabling sensor-minimalistic systems to function
effectively in complex, real-world scenarios.

The design, implementation, and assessment of the suggested system according to the main
requirements indicated above for the three main phases are main content of this thesis. The
emphasize has been on how we have applied machine-learning techniques to significantly im-
prove the sorting procedure. The thesis also include some elaboration of upcoming projects
and potential enhancements that could be made to the implemented system to increase per-
formance.

1.1 Background and Motivation

Intelligent solutions are required to automate processes in the waste industry. This is in
particular because waste come in various shapes. Intelligent systems that can automatically
handle and sort waste has a great value potential as the industry handles large quantities
of waste. The newly established Stell Al has identified two significant problem as of today
that have been investigated in this research. The first problem is to sort out abnormalities
in a safe way. The industry has major problems with objects such as batteries entering pro-
cesses which can lead to explosions and dangerous situations for both people and equipment.
Problem number two is to develop a mini sorting facility that can sort waste at material
consumers site, in order to avoid having to transport the waste to recycling stations. This
project will provide insight into how state-of-the-art technology in mechatronics, ICT and
machine learning can help to solve these problems.

Innovation in the Recycling Industry with StellAi

StellAi aims to make the recycling industry more sustainable by evolving on state of the
art technology. The company is a startup, with personnel that have background from the
recycling industry and extensive expertise in waste and circular economy. To be able to
deliver an advanced technological system, the collaboration between the University of Agder
and Mechatronics Innovation Lab was desired. The objective is to reach an advanced au-
tonomous pick-and-place system that can substantially improve sorting processes across a
variety of industries without sacrificing adaptability or usability. By setting up a mini sorting
facility for the consumer, it ensures purer waste prepared for industrial recycling facilities
and contribute to a more circular economy. The material consumers pays large amount of
money to deliver unsorted waste, and it can further affect environmental tax. In current
recycling sorting facilities, material-waste is transported on a conveyor belt, and multiple
sensors are used to detect the objects and separate the waste. However, these facilities must
manage a vast assortment of objects that are randomly positioned. StellAi want to apply ML



algorithms as its a promising solution for managing the massive amounts of data generated
by these systems, allowing for the efficient recognition and classification of refuse materials.
Figure 1.1 is visualizing the design of the entire sorting facility, where this project is meant
to be employed. The designed process line is explained step by step in Appendix F

Figure 1.1: Design of Sorting Facility

1.2 Project Scope

This section describes the mandatory requirements specification.

Perception applying only one RGB camera.

Pick-And-Place objects at a minimum velocity of 10 cm/s.

Scalability of objects enabling to add new objects to the detection and pick-and-place
pipeline.

Pick objects of diverse geometries, with dimensions ranging from 3 to 15 cm in length,
breadth, and height. The object constraints are defined by robotic gripper limitations
of the implemented system.

The main objectives of this research origins in particular from requirements put forward by
StellAi that aim to build novel solutions for waste management evolving on state of the art
technologies. The main objectives are:

e Develop a completely autonomous sorting facility that utilizes ML algorithms and only
a single RGB camera for perception, instead of the current solutions that applies a lot
of sensors to detect differences in materials 2.1.

e Develop a robust computer vision algorithm capable of detecting and identifying var-
ious objects based on RGB images, as well as the implementation of real-time image
processing techniques to optimize performance and reduce latency.

e Scalability, since the industry handles continuous change of materials, the objects,
which are subject to continuous variation and change, it is imperative to establish a
modular pipeline that is adaptable to new type of objects and waste. The pipeline
needs to facilitate the incorporation of new objects and ensure the efficient training



of subsequent models for detecting new objects. Additionally, the camera should be
strategically positioned and configured to capture all objects with adequate resolution,
image quality and distortion.

e Have the robot executing pick-and-place operations on objects moving at a minimum
velocity of 10 cm/s, necessitating the development and implementation of efficient
motion planning algorithms capable of achieving this velocity without compromising
accuracy and precision.

1.3 Problem Statement

This research focuses on the development of an enhanced control system for a UR10e robotic
arm in a pick-and-place setting. The work particularly emphasizes the application of ML
techniques, including instance segmentation and reinforcement learning, to improve the ma-
nipulator’s performance in motion control. The following are the defined problem statements:

e How can data derived from instance segmentation of target objects, captured using
a single RGB camera, be effectively utilized for object recognition and tracking in
real-world scenarios?

e What are the advantages of applying reinforcement learning for motion control in com-
parison to using inverse kinematics, specifically in the context of objects traveling on
a conveyor belt system? How might advantages of Reinforcement Learning manifest in
terms of efficiency and adaptability

e To what extent can a Proximal Policy Optimization (PPO) algorithm provide consistent
and precise control of a UR10e robotic arm where high speed and accuracy are essential?
What factors might influence this consistency and predictability, and how can they be
optimized?

e How can reward engineering enhance the modularity in training robots in a simulation
environment? What specific techniques can be used to effectively design reward systems
that support modular robot learning?

e How can the redundancy control of an UR10 robot arm be improved by implementing
a reinforcement learning model trained in a simulated digital environment that mirrors
the real-world operational context? What are the potential limitations and how can
they be addressed?

1.4 Design Science

Adopting a Design Science approach, the project pushes the limits of a full-stack software
application, prioritizing functional efficacy over exhaustive optimization of individual pro-
cesses. The focus is on creating a practical solution that functions optimally within the
physical implementation. The evaluation method for the technology, which considers the
level of performance required for industrial applications, incorporates empirical testing and
case studies. The first case study involves a robotic manipulator sorting out waste abnor-
malities on a moving conveyor belt, and the second one targets the complete sorting of all
transported waste fractions.

1.4.1 Main Contributions

This thesis presents an innovative solution for a key challenge in industrial automation:
creating a generic interface for fully autonomous pick-and-place operations on a moving con-
veyor belt using a robotic manipulator, specifically a UR10e. The solution encompasses two



key methods of controlling the robot: IK and RL, each offering its unique benefits. The IK
method mathematically calculates the trajectory path to a target pose then moves, while
the RL method continuously update a learned control policy based on a target pose.

A key aspect of the presented solution is the utilization of Computer Vision, to give per-
ception to the robot through deep convolutional neural networks that outputs the instance
segmentation and object detection in real time. This perception is used for both the Inverse
Kinematic control of the robot and the simulation to real approach with RL for a smart
dynamic solution. The detection data is used with a multi-object tracking algorithm that
passes new objects to a optimal grip point algorithm.

The project presents an implementation of a optimal grip point algorithm that processes the
instance segmentation data and outputs target position in the physical 3D space from 2D
RGB data, and outputs optimal grip angle and grip width.

To be able to remote control a OnRobot RG6 gripper it was reversed engineered by probing
to the fieldbus running on RS485 communication. While the distributor offers a separate
computing device for remote control of their devices, it was required to develop a custom
communication interface with the gripper. The communication interface with the gripper
is built as a python package implemented on top of the ROS2 communication system. The
communication node interface is implemented by a Modbus RTU Application Protocol with
defined communication properties set based on the reverse engineering results. The com-
munication interface is modular and can be used towards other grippers from the same
distributor or others.

This report demonstrates high accuracy control of the robot manipulator through Rein-
forcement Learning, where it is trained in simulation with up to 4000 parallel environments
running simultaneously.

The thesis proposes a novel reward function for pick-and-place with reward engineering, that
factors distance and orientation from target pose to calculate reward. The reward function is
further used to handle task control by initializing the different phases of the pick-and-place
operation for each environment independently.

1.4.2 Equipment

There are three main components that have been arranged for this project, acquired by

StellAi and MiL.



Figure 1.3: Conveyor Belt

Figure 1.2: RGB Camera

Figure 1.4: Collaborative Robot



1.5

Report Outline

Chapter 2 outlines the supporting technology and theoretical underpinnings needed
to realize the project.

Chapter 3 explicates the project’s foundational real-world use case before providing
an overview of the system design and the components chosen to realize the design.

Chapter 4 utilizing data from instance segmentation of target objects, captured using
a single RGB camera and calculating optimal grip point.

Chapter 5 details the construction of the autonomous sorting facility, both in its
digital and physical manifestations. This chapter explores the process of building the
facility and the solutions implemented.

Chapter 6 delves into the Reinforcement Learning (RL) aspect of the project. It elab-
orates the RL methodologies employed, the training of the model, and its integration
within the larger system.

Chapter 7 presents the experiments conducted and the results obtained. This chapter
provides a thorough analysis of the logged data.

Chapter 8 engages in a comprehensive discussion of the project’s outcomes and de-
lineates potential avenues for future work.

Chapter 9 concludes the report, summarizing the key insights and contributions of
the study.



Chapter 2

State of the Art and Enabling
Technologies

This thesis is situated at the intersection of numerous technological disciplines, each offering
its unique methodologies, approaches, and perspectives that contribute to the development
conducted in this research. Given the breadth of these fields, it is neither feasible nor neces-
sary to explore each one in exhaustive detail. However, a foundational understanding of the
key concepts and developments in these domains is crucial for comprehending the various
components of the project and the ways in which they interrelate.

This chapter will therefore provide an overview of the state of the art and the enabling
technologies that underpin our work. We will focus on those technologies that play a central
role in the project, outlining their core principles, the current extent of their development,
and their applications in relevant contexts. This will provide readers with the necessary
background knowledge to fully grasp the project’s goals, methodologies, and findings.

The chapter will cover areas such as Artificial Intelligence, specifically ML and RL; Robotics,
particularly in the field of Manipulation and Autonomous Operations; Computer Vision, fo-
cusing on Object Detection and Instance Segmentation; and aspects of Automation and
Control Systems relevant to the Industrial Environment.

By highlighting the state-of-the-art techniques and tools in these areas, we aim to showcase
the technological landscape that our project inhabits, thereby emphasizing the novelty and
significance of our contributions to these exciting fields of research.

2.1 Perception Used in the Recycling Industry

Various perception technologies are implemented in the modern recycling industry for sep-
aration of waste materials. Infrared (IR) sensors, near-infrared (NIR) spectroscopy, laser-
induced breakdown spectroscopy (LIBS), X-ray fluorescence (XRF), and hyperspectral imag-
ing predominate among these technologies. These technologies are widely employed due to
their ability to detect and distinguish between diverse materials, including plastics, metals,
and paper, based on their unique physical or chemical properties [7].

e Infrared (IR) sensors are used to detect and distinguish between different varieties of
plastic based on their unique infrared absorption characteristics.

e Near-infrared (NIR) spectroscopy: is used to identify and separate various materials,
such as plastics and paper, based on their distinct spectral signatures in the NIR range.



e Laser-induced breakdown spectroscopy (LIBS): is a rapid, non-contact technique for
analyzing and sorting metals based on their distinct elemental compositions.

e X-ray fluorescence (XRF): is a non-destructive analytical technique that can be used to
identify and classify materials based on their elemental composition, especially metals
and heavy plastics.

e Hyperspectral imaging combines imaging and spectroscopy to provide high-resolution
spatial and spectral information that can be used to identify and classify different
materials based on their unique spectral signatures.

2.2 Computer Vision

Computer Vision is a field of artificial intelligence that trains computers to interpret and
understand the visual world. Through acquiring, processing, analyzing, and understanding
digital images or sequences of images, computer vision systems can extract information from
the real world to make decisions or predictions.

Computer vision encompasses a wide array of tasks including object detection, image recog-
nition, video tracking, 3D reconstruction, and semantic segmentation among others. The
ultimate goal of computer vision is to automate tasks that the human visual system can
do with ease and efficiency. However, the complexity of perception and the vast amount of
information available in images make computer vision a challenging task in the realm of Al

2.2.1 Convolutional Neural Network

A successful tool in computer vision tasks is the Convolutional Neural Network (CNN), a
type of deep learning model particularly tailored for processing structured grid data such
as images. CNNs are designed to automatically and adaptively learn spatial hierarchies of
features from the input data.

CNNs are characterized by their unique architecture, which is designed to take advantage
of the 2D structure of an input image. This architecture is defined by three main types of
layers: convolutional layers, pooling layers, and fully connected layers. The convolutional
layer applies a series of filters to the input data to create a feature map that represents the
input data. The pooling layer reduces the dimensionality of the data, which helps to de-
crease the computational complexity of the model. The fully connected layer is a traditional
multi-layer perceptron that uses a softmax activation function in the output layer to output
a distribution of probabilities representing the prediction for each class.

CNNs have shown exceptional performance in numerous computer vision tasks, such as
image and video classification, object detection [31], and semantic segmentation|12]. One
significant advantage of CNNs is their ability to automatically learn and generalize features
from the input data, reducing the need for manual feature extraction. This is achieved by
using small, local receptive fields in the initial layers of the network that partially overlap,
allowing the model to recognize patterns with a high degree of translation invariance.

2.2.2 Object Detection for Real Time Processing

Real-time object detection is a fundamental task in computer vision, aiming to identify and
classify objects in digital images and videos while maintaining a processing speed that al-
lows for immediate interpretation of the visual data. This ability to process visual data in
real-time enables numerous applications, such as autonomous vehicles, surveillance systems,



video analytics, and interactive systems, where immediate response is crucial [29].

Object detection is commonly achieved by placing bounding boxes around the detected
objects and classifying them into different categories. However, doing this in real-time poses
challenges due to the computational complexity of the task and the need for immediate
processing. Therefore, the key requirements for real-time object detection are speed and
accuracy, which have been a trade-off in the development of object detection systems.

2.2.3 Object Detection Metrics

Object detection is a fundamental component of computer vision, providing the technolog-
ical foundation for diverse applications such as autonomous vehicles, security surveillance,
image retrieval systems, and facial recognition. It entails identifying objects within images or
video frames, typically by boxing them and classifying them into various categories. Given
the increasing prevalence of object detection systems, it is becoming increasingly essential
to devise effective performance evaluation metrics. These metrics provide crucial feedback
for enhancing models during the development phase and offer insights into their relative
performance.

Union over Intersection (IoU): In object detection tasks, Intersection over Union is one
of the most frequently employed metrics. It measures the overlap between the predicted
bounding box (detection) and the actual bounding box. The IoU is the ratio between the
intersection and union areas of these two boxes. A value of 1 implies a perfect overlap, while
a value of 0 indicates that there is no overlap at all. The IoU between a predicted bounding
box B, and the ground truth bounding box By is calculated as:

B, N By

IoU(By, Byt) = B.UB,
P g

(2.1)
where N represents the intersection of two boxes and U denotes the union of them.

Precision and Recall: Precision and recall are two additional commonly used metrics for
object detection. Precision is the ratio of correctly recognized objects (true positives) to all
detected objects, including those that were incorrectly identified (false positives). Recall, on
the other hand, is the ratio of correctly detected objects to all actual objects in the image,
including those that were not detected (false negatives). High precision denotes a low false-
positive rate, while high recall denotes a low false-negative rate. Precision (P) and recall (R)
are defined as follows:

TP
P 2.2
TP+ FP (22)
TP
R — 2.
R=TprrN (23)

where TP represents the number of true positives, FP the number of false positives, and FN
the number of false negatives.

Mean Average Precision (mAP): Mean Average Precision, commonly abbreviated as
mAP, is a common metric for evaluating object detection models. It is especially beneficial
for managing multiple object classes. mAP computes the mean maximum precision value
at various recall levels for all classes. High mAP values indicate improved overall model
performance, though the precise calculation varies depending on the context or convention.
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Trade-Off and Considerations: Precision and recall frequently manifest a trade-off re-
lationship in practice. Attempting to improve precision typically decreases recall, and vice
versa. Because increasing precision seeks to reduce false positives, which may inadvertently
lead to an increase in false negatives and a decrease in recall. Consequently, it is essential
to choose a threshold that balances these two metrics based on the specific application re-
quirements.To calculate mAP, one first needs to compute the Precision-Recall curve for each
class by sorting the detection from the highest to the lowest confidence. Then, compute the
Average Precision (AP) for each class:

1
AP = — > Piuterp(r) (2.4)

r€{0,0.1,...,1}

where pinterp () is the maximum precision for recall values greater than r.
Finally, mAP is calculated as the mean AP over all classes:

c
1
AP = — AP, 2.5
m % ; (2.5)
where C is the number of classes and AP; is the AP of the ith class.

The choice of IoU threshold for determining a successful detection is a further crucial con-
sideration when employing these metrics. A stricter threshold (e.g., IoU > 0.7) ensures
detections closely align with the ground truth, but may penalize near-correct detections,
which may hinder model learning. based

2.2.4 Object Detection with YOLO Algorithm

The "You Only Look Once" (YOLO) algorithm is an influential paradigm in the field of
real-time object detection and instance segmentation. This algorithm offers a comprehen-
sive solution to object detection tasks by processing an image in a single stage, detecting
objects, and predicting their classes simultaneously|24].

The term "YOLO" underscores the algorithm’s capability to achieve its goal in a single ex-
amination of the image. This design offers considerable efficiency, enabling YOLO to operate
in real-time and even on lightweight hardware. The YOLO algorithm has undergone several
iterations, each contributing to its evolution and leading to its current state-of-the-art per-
formance on benchmarks as on the COCO dataset [27].

The initial YOLO model was built upon a Convolutional Neural Network (CNN) backbone
with 24 convolutional layers, which processes images to extract high-level features. These
features then flow through a series of transformations — known as the 'neck’ — before reaching
the 'head’ of the model, where predictions are generated.|24]

As the YOLO model evolved through its eight main iterations, from the original YOLO to
the most recent YOLOVS, its architecture has continually been refined. The model architec-
ture is described in Figure 2.1. The backbone of YOLOVS is built upon CSPDarknet53[2], an
enhancement of the Darknet53 architecture used in YOLOv3[23]. CSPDarknet53 incorpo-
rates a Cross Stage Partial Network (CSPNet)[30], which improves information flow across
layers, leading to better performance.

The Darknetb3 and CSPNet structures form integral parts of YOLO’s architecture, enhanc-

ing the model’s ability to extract useful features from images and thereby improving its
detection capabilities.
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Figure 2.1: YOLOvS8 model architecture: Backbone is an continuous development of the CSPDark-
netb3 28]

The development of YOLO transitioned from the Darknet framework to the PyTorch frame-
work after YOLOv4, demonstrating the model’s adaptability to different programming en-
vironments and computational backends. The motivation for transition is the dominant
popularity of pyTorch implementations within the research community.

One significant departure in YOLOvVS from its predecessors is its shift to an anchor-free
detection model, in contrast to the anchor-based models used in earlier iterations. Anchor-
based models define a set number of predefined anchor boxes, dividing the image into grids
and assigning a class and confidence score for each predefined anchor box. The ultimate
detection output is derived from all the predictions associated with these anchor boxes.

However, the anchor-free model used in YOLOvS8 does not limit the number of objects that
can be detected within a single grid cell based on predefined anchor boxes. Instead, these
models generate predictions based on the features at each spatial location in the feature map.

12



This approach allows the model to potentially generate multiple predictions for objects of
varying shapes and sizes within a single grid cell, offering a significant advantage in certain
scenarios.

The YOLO algorithm represents a significant step forward in object detection, providing a
comprehensive, efficient, and adaptable solution to this complex task. Its design choices,
such as the shift to anchor-free detection in YOLOvVS, demonstrate the continual evolution
and improvement of the model, contributing to its status as a leading solution in real-time
object detection and instance segmentation.

The YOLOv8 model’s training regime incorporates techniques such as Multi-Scale Object
Detection using a feature pyramid network, which enables the model to detect objects of
varying sizes and scales within an image. Additionally, the Mosaic data augmentation tech-
nique, an enhancement of the CutMix method, is employed. Mosaic takes four images, resizes
them, stitches them together, and finally selects a random cutout of the stitched images to
form the final Mosaic image. These techniques collectively contribute to the model’s ability
to accurately predict and localize objects irrespective of their location within the frame and
their size.

2.2.5 BYTETrack

BYTETrack is a multi-object tracking (MOT) model designed to estimate bounding boxes
and identities of objects in videos, improving on prior work by better handling objects with
low detection scores, including occluded objects [35].

BYTETrack uses a method called tracking-by-detection, which combines object detection
with tracking over multiple frames of a video. The model uses a technique known as BYTE
that takes into account all detection boxes, both high and low scoring, to create a more
effective tracking system.

The BYTETrack model has demonstrated state-of-the-art performance on several tracking
benchmarks, including MOT17, MOT20, HiEve, and BDD100K. It’s also noted for its effi-
ciency, with a running speed of 30 FPS on a single V100 GPU.

While BYTETrack is designed with a specific focus on multi-object tracking in videos, it’s
suitable for use cases that require tracking multiple objects over time, such as surveillance
or autonomous vehicles.

The novelty of BY TETrack lies in its unique approach to handling low-confidence detection
boxes, which are typically eliminated in other models. By treating every detection box as
important, it can recover true objects that might otherwise be missed, leading to improve-
ments in tracking accuracy.

BYTETrack uses the YOLOX detector to obtain detection boxes and associates them with
its proposed BYTE method. YOLOX is a high-performance detector from the YOLO family,
indicating that these models can be combined to enhance performance in certain applications.

2.2.6 Roboflow

Roboflow is a versatile technology platform designed to assist users in creating, managing,
and deploying computer vision datasets. With Roboflow, users can convert raw images into
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a usable dataset for ML applications. Below is an overview of how Roboflow operates:

1. Dataset Creation: Users upload raw images to the Roboflow platform to start cre-

ating their dataset. The platform supports a broad range of data formats.

2. Annotation: Roboflow offers tools for manually labeling and annotating images, a
critical step for supervised ML algorithms. Users can draw bounding boxes, polygons,

and points, or add semantic segmentation to their images.

3. Preprocessing and Augmentation: The platform provides robust preprocessing
and augmentation options. Preprocessing steps include resizing, grayscaling, or nor-
malizing images. Augmentation techniques like random cropping, rotation, flipping,
brightness adjustments, and noise addition can expand the dataset and improve the

model’s ability to generalize.

4. Dataset Versioning: Roboflow allows users to manage different versions of their
dataset. Each time a user makes a change, such as adding new images or adjusting
annotations, Roboflow saves a new version. This feature is vital for tracking dataset

iterations and understanding the impact of data changes on model performance.

5. Exporting and Integration: Users can export their prepared datasets in various for-
mats compatible with popular ML frameworks like TensorFlow, PyTorch, and Fast.ai.

Roboflow also integrates with many popular training environments.

6. Model Training and Deployment: Some tiers of Roboflow even allow users to
train their computer vision models directly within the platform, and then deploy these

models as API endpoints.

7. Collaboration: Roboflow supports team collaboration, allowing multiple users to

work on the same dataset simultaneously.

Roboflow is a comprehensive platform for dataset creation, specifically tailored for com-
puter vision applications. It streamlines the process of collecting, annotating, preprocessing,
augmenting, managing, and deploying datasets, providing an all-in-one solution for users

working on ML projects. The interface is illustrated in figure 2.2.

Figure 2.2: Roboflow labeling interface
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2.3 Robot Operating System

Robot Operating System (ROS) is an open source framework utilized for robotics research
and industrial application where real-time systems and communication with different compo-
nents are essential. ROS provides a unified and distributed framework that supports a wide
range of hardware and software configurations. It includes a communication infrastructure
that enables different software modules (nodes) to exchange data through topics, services,
and actions, thus supporting modularity and availability on information of each components.
There are two main frameworks developed as of today, ROS 1 and ROS 2, but there many
different versions within these types of framework.

ROS 1 uses a master to control the network processes (nodes) as communication infrastruc-
ture. ROS 1 has limitations, particularly when it comes to performance, communication
security, and support for real-time systems and multi-robot systems. These limitations led
to the development of ROS 2.

ROS 2 communicates with middleware based on the Data Distribution Service (DDS) stan-
dard, which provides improved performance, security, and flexibility compared to the com-
munication infrastructure of ROS 1. It has the advantages of operating machine-to-machine
with an Object Management Group (OMG) for the distributed systems using a publish-
subscribe pattern. Figure Figure 2.3 is visualizing how ROS is build up with OS, middleware
and as a application layer [33].

o Application Application
Application
Laver
ROS2
Client Library Client Library
Midd leware
Layer Abstract DDS Layer
Nodelet
TCPROS/UDPROS
AP DDS Intra-process
API
0s Linux Linux/Windows/Mac/RTOS
Layer

Figure 2.3: ROS1 and ROS2 architecture

2.3.1 Movelt

Movelt2 is the second version of the motion planning framework Movelt, which is an effective
collection of tools for autonomous robots. It is an open-source project that provides kine-
matics, motion planning, trajectory processing, and collision detection capabilities, as the
main features. The framework is intended to integrate with the latest iteration of ROS, ROS
2. Movelt2 is distinguished by its motion planning capabilities. It contains a number of al-
gorithms for path planning, including OMPL (Open Motion Planning Library) and CHOMP
(Covariant Hamiltonian Optimization for Motion Planning) [15]. These algorithms enable
robots to plan complex manipulation in cluttered environments, making Movelt2 a valuable
instrument for a variety of applications, including industrial automation and robotics re-
search. Movelt2 also support various types of robot packages developed to control robotic
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manipulators such as Universal Robot UR10 [25].

Additional software packages is available for controlling the desired goal movement, as input
to Movelt2. pyMovelt is a open-source software developed for interfacing developed software
with Movelt2, with Python-based tools and libraries to control robotic manipulators.

2.3.2 RViz

As part of ROS, Robot Visualization (RViz) is an open-source 3D visualization application.
It is a interface for visualizing the status, sensor data, and trajectories of a robot in a
simulated environment by interacting with ROS nodes and topics. RViz is widely used in the
software development process in robotics. RViz can integrate 3D models of the collaborative
robot’s (cobot’s) working environment, enabling developers to visualize the environment,
including obstacles and objects with which the cobot will interact. This visualization helps
to comprehend the context in which the cobot operates and can aid in software debugging
by providing visual signals regarding the cobot’s interaction with its surroundings. In a
pick-and-place assignment, the cobot must locate an object, pick it up, and then relocate
it. RViz is able to display and execute planned paths, providing developers with a visual
depiction of the cobot’s intended movement. Developers are able to modify parameters in
real-time and observe the effects on the cobot’s path, enabling an iterative approach to path
optimization.

2.4 Modbus Application Protocol

Modbus RTU (Remote Terminal Unit) is a binary protocol that communicates via a master-
slave architecture over a serial line, typically RS-232 or RS-485, and was devised by Modicon
in 1979. This protocol’s distinguishing characteristics, such as its simplicity, dependability,
and sturdiness, have played a significant role in its pervasive adoption across industries [32].
Modbus RTU is based on a data paradigm composed of four fundamental data types: dis-
crete inputs, coils, input registers, and holding registers. Fach slave device is allocated a
unique 8-bit network address, enabling the master device to initiate transactions (queries)
utilizing function codes that specify the required action, such as reading from or writing to
the slave devices. Modbus RTU queries and responses follow a specific data frame structure.
Each frame begins with the address of the slave device, is followed by a function code, and
concludes with a CRC for error detection. This frame structure’s simplicity and standard-
ization contribute to the protocol’s robustness and ease of implementation. Modbus RTU is
utilized in numerous applications, including industrial and building automation and remote
monitoring systems, due to its adaptability and durability. Its continued relevance derives
in part from its capacity to bridge the gap between legacy systems and emerging Internet of
Things (IoT) technologies [13].

2.5 Motion Control for Robotic Manipulator

There are several intricate sub-tasks involved in an autonomous pick-and-place procedure
where objects are randomly put. The perception of the item, pick trajectory planning,
motion control, pick execution, object transfer, and ultimate target location placement are
some of these. When things are arbitrarily positioned and/or maybe in different orienta-
tions, the complexity rises. Modern technological developments have produced sophisticated
techniques for regulating motion in these activities.
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2.5.1 Motion Control with Inverse Kinematics

The calculation of joint parameters that place a robot’s end-effector at a desired location is
known as "inverse kinematics," and it is an essential concept in robotics. Forward kinematics,
on the contrary, determines the position of the end-effector based on a set of joint param-
eters. Inverse kinematics is frequently more pertinent in real-world robotics applications
like pick-and-place activities. When the target location is known, the objective of inverse
kinematics is to calculate the necessary joint angles to reach the target location. There are
mathematically possible for a system to have several solutions or, in rare situations, none
at all if the desired place is impassable. Inverse kinematics problems are solved using a va-
riety of methodologies, including geometric, numerical, and optimization approaches. More
recently, data-driven machine-learning paradigms have also been investigated [9].
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Figure 2.4: Calculating Joint Position with Kinematics [9]

The motion planning method uses the coordinates of the discovered object to determine the
robot’s trajectory. This trajectory is then executed by the robot control system, but some
limitations may apply if insufficient DoF.

2.5.2 Motion Control with Reinforcement Learning

Recently, robot control for challenging tasks like pick-and-place has demonstrated encourag-
ing outcomes when using ML approaches, particularly reinforcement learning (RL). These
methods can deal with partial observable and high-dimensional continuous action spaces,
both of which are frequent difficulties in such assignments. Instead of requiring explicit
motion planning, RL-based systems can develop a control strategy directly from raw sensor
data, such as images.

A hybrid approach combines ML approaches with conventional robotic control methods like
PID controllers, inverse kinematics, or Jacobian-based algorithms. For example, while tradi-
tional control techniques are utilized for motion control, ML can be employed for perception
(object detection, posture estimation). Alternately, learning-based techniques can be used
to teach the robot’s inverse kinematics function, making it easier to regulate the end-effector
position for objects that are placed arbitrarily.

2.6 Reinforcement Learning

Reinforcement Learning (RL) is a branch of ML where an agent learns to make decisions by
interacting with its environment. The agent takes actions based on its current state, and
receives feedback in the form of rewards or penalties. The goal of the agent is to learn a
policy that maximizes the cumulative reward over time.
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2.6.1 On-Policy

In on-policy learning, the agent learns the value of the policy being carried out by the agent
while it is interacting with the environment. The learned policy dictates the future action
that the agent will take given the current state. One of the key methods used in on-policy
learning is the Monte Carlo (MC) method, which involves learning from complete episodes
of interaction before updating the policy.

The most popular on-policy learning algorithm is Proximal Policy Optimization (PPO) which
is a policy gradient method that uses the advantages of both the first-order policy gradient
and natural policy gradient methods. PPO performs multiple epochs of stochastic gradient
descent on a single batch of data, making small updates to the policy after each epoch.
This approach mitigates the policy degradation problem found in traditional policy gradient
methods, leading to more stable and efficient learning.

Another widely used on-policy algorithm is the Advantage Actor-Critic (A2C) algorithm.
A2C is a type of actor-critic method, a family of algorithms that includes two components:
an actor, which is used to select actions, and a critic, which is used to estimate the value
function of the current policy. A2C uses the critic’s value estimate to calculate the advantage,
which measures how much better an action is compared to the average action for a given
state.

2.6.2 Off-Policy

In off-policy learning, the agent learns the value of the optimal policy independently of the
agent’s actions. The agent maintains an exploratory policy for learning (known as the behav-
ior policy), and a separate target policy that it seeks to optimize. This allows the agent to
learn from past experiences, stored in a replay buffer, and can lead to more sample-efficient
learning.

The most well-known off-policy learning algorithm is Q-Learning, which learns the action-
value function and uses it to derive a policy. The action-value function, also known as
Q-function, represents the expected return of taking an action in a particular state following
a policy. Q-Learning uses a form of Temporal Difference (TD) learning, a combination of
Monte Carlo ideas and dynamic programming (DP) ideas, to update its estimates based on
the Bellman equation for optimal policies.

Deep Q Network (DQN) is a variant of Q-Learning where a deep neural network is used to
approximate the Q-function. DQN introduces two key features: experience replay and target
Q-networks. Experience replay allows the network to learn from past decisions, improving
sample efficiency and breaking the correlation between experiences. The target Q-networks
help to stabilize the learning process.

Another off-policy method is the Deep Deterministic Policy Gradient (DDPG) which is an
actor-critic algorithm that extends the DQN method to continuous action spaces. DDPG
utilizes two networks: an actor network that outputs the deterministic policy and a critic
network that outputs the Q-value of the action given by the actor network. DDPG uses a
replay buffer to store past experiences, from which it samples mini-batches for training, and
uses soft updates to update the target networks, which contributes to stable learning.

Soft Actor-Critic (SAC) is an off-policy algorithm that aims to maximize the expected return

and also encourages exploration by maximizing the entropy of the policy. SAC uses a form of
the actor-critic method where two Q-functions are learned and used for updating the policy
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to encourage exploration. It’s especially effective in tasks with continuous action spaces.
The PPO algorithm is highly regarded for its balance between sample efficiency, ease of
implementation, and computational cost-effectiveness.

2.7 Omniverse Isaac Sim - Gym Environment

Omniverse Isaac Sim Gym is an extension of NVIDIA’s Isaac Sim robotics simulation plat-
form, and it is specifically designed to facilitate reinforcement learning (RL) research. It
achieves this by leveraging NVIDIA’s GPU-accelerated PhysX simulation engine to gather
the experience data required for robotics RL, making RL-based training more accessible [18].

Isaac Gym allows for thousands of simultaneous environments on a single GPU, significantly
reducing the computational resources required for physically accurate simulations used in
training RL algorithms. It includes support for importing URDF and MJCF files, it provides
a PyTorch tensor-based API to access the results of physics simulations, and it eliminates
costly data transfers between the GPU and the CPU, which can often be a performance
bottleneck in RL tasks [26].

[saac Gym also includes a basic Proximal Policy Optimization (PPO) implementation and
supports alternative task systems or RL algorithms. It is compatible with PyTorch, and with
some customization, it can also be integrated with TensorFlow-based RL systems. Some ad-
ditional features of Isaac Gym include support for various environment sensors, runtime
domain randomization of physics parameters, and Jacobian/inverse kinematics support.

The core functionality of Isaac Gym is made available as part of the NVIDIA Omniverse
Platform and NVIDIA’s Isaac Sim. The Omniverse Isaac Gym extension simplifies the pro-
cess of connecting reinforcement learning libraries and algorithms with other components in
[saac Sim, providing an interface that can be used as a bridge connecting RL libraries with
physics simulation and tasks running in the Isaac Sim framework.

There have been various updates to Isaac Gym, such as the Preview 4 Release, which aligns
the PhysX implementation in the standalone Preview Isaac Gym with Omniverse Isaac Sim
to simplify migration to Omniverse for RL workloads and adds new features such as support
for SDF collisions and additional Factory RL samples.

2.7.1 Universal Scene Description (USD)

Universal Scene Description (USD) is the 3D model format in Omniverse and Isaac Sim
[17]. USD represents a 3D scene using a hierarchy of objects, each with its own properties,
such as geometry, materials, and transformations. It also includes a system for overrides,
allowing a base scene to be modified non-destructively. USD files can be binary or ASCII
text, and they can include references to other files, allowing complex scenes to be broken
into manageable pieces.

2.7.2 Converting to USD Format in Omniverse

NVIDIA Omniverse supports a variety of common 3D model file extensions, which can be
converted to USD format. These include but are not limited to [16]:

o .fbx (Autodesk FBX)

e .obj (Wavefront Object)
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e .3ds (3D Studio)

e .dae (COLLADA)

e .stl (Stereolithography)

e .ply (Polygon File Format or Stanford Triangle Format)

e .gltf and .glb (GL Transmission Format)

The conversion process can vary depending on the specific format and complexity of the
model. Some formats may be converted directly in Omniverse Create, while others require
an intermediary tool or extension. URDF and MJCF, as mentioned in Section 2.7, can be
converted through an extension. Post-conversion, manual tweaking may be necessary to
ensure the model looks and behaves correctly in Isaac Sim.

2.8 Related Work

2.8.1 "Robotic Pick-and-Place of Novel Objects in Clutter with Multi-Affordance
Grasping and Cross-Domain Image Matching"

This study introduces a robotic pick-and-place system capable of grasping and recognizing
both familiar and unfamiliar stationary objects in congested environments. The system is
capable of processing a wide variety of object classes without requiring task-specific training
data for novel objects. Utilizing a category-independent affordance prediction algorithm,
it selects and executes one of four grasping primitive behaviors. The system then recog-
nizes objects using a framework for cross-domain image classification that matches observed
images to product images. Since product images are readily available for a wide variety of
objects (e.g., from the internet), the system functions out of the box for novel objects without
the need for additional training data. The strategy was a component of the MIT-Princeton
Team’s system that won the stowing competition at the 2017 Amazon Robotics Challenge
[34].

2.8.2 "Reinforcement Learning for Pick and Place Operations in Robotics: A
Survey"

In recent years, significant progress has been made in robotics, with an emphasis on training
robotic agents with reinforcement learning (RL) for pick-and-place operations. Typically
performed by logistics robots, these tasks are progressively being completed without the
assistance of a robotics engineer. The process of reinforcement learning incorporates a num-
ber of fundamental concepts, such as value iteration, policy search, reward shaping, and
imitation learning. In the context of pick-and-place tasks, pose estimation and simulation
environment are additional factors to consider. In spite of the substantial progress made in
the field, additional research is required to advance experiment validation, model general-
ization, and grasp pose selection.

“Generalizing the training samples could make the pick-and-place task more widely
applicable. The idea is conceptually equivalent to domain randomization in which
the task is randomized rather than the environment.” [6]
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2.8.3 Challenges within pick-and-place with AI

Challenges in robotics and Al, potential limitations could involve the system’s ability to
handle complex environments, its precision in object recognition, or its reliance on product
images for identifying novel objects. There is little existing research on how to pick and
place objects based on only the view from one RGB camera of moving objects that are
placed randomly. In general, systems like these often have limitations related to their abil-
ity to generalize to new situations, handle noisy or incomplete data, or function reliably in
real-world conditions. Our research shows that recent progress in the various technologies
we have combined in our implementation leads to promising results for pick and place using
only one RGB camera.
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Chapter 3

System Design

3.1 Experimental Setup
The hardware applied in our system implementation is a conveyor belt for moving the objects,

an RGB camera for vision, and a collaborative robot arm for the pick-and-place operation.
The rest of the resources used, with specifications, are listed in the table below.

Table 3.1: Main Equipment Used in the Project

Name Producer Type
Robot Universal Robot UR10e
Gripper Onrobot RG6
RGB Camera ZCam E2-56
GPU hosting PC Nvidia RTX4090
Conveyor belt StellAi 200cm x 82cm x b5cm
Single Board Computer Jetson Nano

For the stands and attachments, mechanical adaptations are produced specific to this project
and were made at the University of Agder with different types of steel.

3.2 Selection of Instance Segmentation Model

In this section, we present a comprehensive analysis to determine the most suitable instance
segmentation model for our project. The selection criteria were based on several key perfor-
mance indicators, including:

e Training Speed: The time required to train the model has significant implications
for the project timeline and resource allocation. Faster training speeds allow for more
iterations and refinements to the model.

e Inference Speed: The speed at which the model can process new data and make
predictions is crucial for real-time applications. Lower latency during inference ensures
the model can deliver timely results.

e Box Average Precision (BAP) @0.5-0.95: BAP is an important measure of a
model’s accuracy. It quantifies the average precision value for a range of intersection
over union (IoU) thresholds (from 0.5 to 0.95 in this case).

e Mask Average Precision (MAP) @0.5-0.95: Similar to BAP, MAP is another
important metric in evaluating instance segmentation models. It provides an overview
of how well the model performs across different IoU thresholds for mask prediction.
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e Performance on Small Amount of Data: The ability of a model to perform well
with limited training data can be critical in scenarios where data collection is challeng-
ing or expensive.

e Modifiability: The ease with which a model can be modified to fit specific project
requirements is also a key consideration. This could encompass changes in the archi-
tecture, loss functions, or training regimen.

This project necessitated a state-of-the-art instance segmentation model capable of real-time
operation. The application required minimal latency combined with high accuracy. During
the search for an appropriate model, two prominent ones were considered: RTMDet-Ins and

YOLOvS8-seg.

e YOLOvVS for Real-Time Instance Segmentation: YOLOvVS is a state-of-the-art
real-time instance segmentation model known for its high accuracy and fast execution
speed. It is user-friendly, easy to train, and implements a normalized coordinate system
for bounding polygons [5].

e RTM-Det for Real-Time Instance Segmentation: RTM-Det is a high-performance
real-time object detector that can be easily extended for tasks such as instance segmen-
tation. It uses large-kernel depth-wise convolutions and advanced training strategies
to achieve high accuracy and speed [8].

RTM-Det and YOLOVS achieve state-of-the-art performance on the COCO benchmark, and
RTM-Det succeeds in performing slightly better. RTM-Det-Ins-X achieves 44.6 mask AP
and YOLOvV8 43.4 mask AP. YOLOv8 was still picked as the better choice for real-time
instance segmentation due for the following reasons:

1. Ease of Training: YOLOvS is known for its simplicity in training, which can signifi-
cantly benefit teams with limited resources or projects with tight deadlines. It provides
satisfying results even with small datasets and short training times, making it more
practical for many real-world applications.

2. Performance: YOLOvVS excels in terms of both accuracy and execution speed, indi-
cating that it can deliver superior results in real-time instance segmentation tasks.

3. Normalization of Coordinates: YOLOvVS8’s normalized coordinate system for bound-
ing polygons simplifies the interpretation and utilization of the model’s outputs. This
can be particularly valuable in real-time instance segmentation, where quick and accu-
rate interpretation of model outputs is crucial.

4. Wide Adoption: As part of the widely adopted YOLO series, YOLOvS8 benefits from
a broad community of users and developers. This wide adoption can lead to better
support and resources, making troubleshooting issues, finding pre-trained models, or
accessing tutorials and other educational materials easier.

3.3 Selection of Motion Control Technique

Guidelines were clarified before the project started. A desire to use state of the art tech-
nology, especially in the use of AI. Motion control is one of the most essential aspects of
operating robotics, where Inverse Kinematics is the most common choice for moving the
toolpoint on a robotic manipulators to a desired location. Reinforcement learning is also a
proven method for controlling the movement of a manipulator to a desired goal, but not as
explored and tested as IK. An analysis has been made, based on the task and the objectives.
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IK is a well-known technique for controlling robotic arms, hence it has been proven effective
and robust. IK can offer the necessary joint settings for the cobot to successfully complete
the operation given the object’s coordinates from the detection algorithm. Since it is based
on mathematical equations it has a deterministic behavior and allows the cobot movement
to be foreseen and accurately regulated, which is vital in settings where reliability and safety
are top priorities. Once computed it is able to execute operations in real-time, which is
crucial in a dynamic environment with moving objects. IK may struggle with more sophis-
ticated activities, such as manipulating the object while picking or placing, yet working well
for simple pick-and-place actions. The techniques has lack innate adeptness. The IK method
might not adapt without modification if the environment changes, such as the appearance
of additional items [9].

Reinforcement learning on the other hand may be able to adjust to changes in the task or
environment more effectively. The cobot may learn from its interactions with the environ-
ment and gradually enhance its performance. It often has the ability to learn complex tasks,
with the potential to learn more intricate manipulation techniques that may be challenging
to simulate with IK. To develop an efficient policy, RL needs a lot of training time and data.
It might be difficult to ensure consistent performance for RL algorithms due to stability and
convergence problems.

Due to its deterministic nature and real-time performance, IK appears to be a more viable
option for straightforward pick-and-place operations in light of the above factors. However,
RL could be able to perform and adapt more effectively in surroundings or tasks that are more
challenging. Based on the unique application requirements, and limitations, each method
was selected to be implemented, analyze, and compared.

3.4 Selection of Reinforcement Learning Algorithm

This section conducts a technology evaluation and analysis to determine the best reinforce-
ment learning (RL) algorithm for controlling the motion of a collaborative robot (cobot)
performing the pick-and-place operations. The primary objective is to select an RL algo-
rithm that can effectively and efficiently learn and implement the motion control policies
required for the cobot to handle various objects autonomously during the sorting process.

To determine the optimal RL algorithm, the following criteria must be taken into account:

e Convergence speed: The RL algorithm should be capable of rapidly learning the
optimal control policy, minimizing training time and allowing for rapid deployment in
real-world scenarios.

e Robustness: The algorithm should be able to manage a wide variety of objects and
scenarios, such as variations in object size, shape, and material, as well as environmental
changes.

e Scalability: The chosen RL algorithm must be able to accommodate changes in the
sorting process’s complexity, such as the addition of new object classes, without a
significant performance degradation.

e The algorithm should be simple to implement and incorporate with the existing system
architecture and hardware.

Several RL algorithms have demonstrated potential for controlling robotic systems for a
variety of tasks, including pick-and-place operations. The primary applicants for this position
are:
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e Deep Q-Network (DQN): integrates Q-learning and deep neural networks, allowing
the RL agent to deal with high-dimensional state and action spaces. DQN has shown
success in a variety of robotic control tasks, but its convergence pace may be slower
than that of other algorithms.

e Proximal Policy Optimization (PPO): is an algorithm for policy optimization
that balances the exploration and exploitation trade-off. It has demonstrated excellent
performance in numerous robotic tasks and exhibits quicker convergence than DQN.

e Deep Deterministic Policy Gradient (DDPG): is an off-policy actor-critic algo-
rithm that can manage continuous action spaces, making it suitable for robotic system
control. DDPG has shown excellent performance in a variety of robotic tasks, but it
may be more sensitive to hyperparameter tuning than PPO.

e Soft Actor-Critic (SAC): is an off-policy actor-critic algorithm that incorporates an
entropy term to encourage exploration. It performs well in robotic control tasks and
tends to converge more quickly than DDPG.

On the basis of the aforementioned criteria and the performance of the candidate algorithms
in similar applications, we recommend using the Proximal Policy Optimization (PPO) algo-
rithm for the motion control of the cobot during pick-and-place operations. PPO provides a
balance between exploration and exploitation, converges faster than other algorithms, and
is relatively simple to implement and integrate.

In addition, PPO has demonstrated its robustness and scalability in a variety of robotic
control tasks, making it well-suited for managing the complexities of the pick-and-place
operations in the recycling sorting process. To ensure optimal performance and seamless
integration with the existing system architecture and hardware, it is necessary to execute
exhaustive testing and validation of the chosen RL algorithm in the context of the specific
application.

3.5 Design of Communication

A communication setup is desirable for sharing data from the vision system with the different
motion control systems. A flowchart describing the process at each program package is at
the end of each respective section.

Perception Motion Control Driver

/M\
Coordinates and classification Angular rotation Robotic Movement
of target object for each joint
Reinforcement :
Learning .

Program Package Program Package Program Package

Figure 3.1: Design of System Architecture

Computer Vision
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Chapter 4

Computer Vision with Real-Time
Instance Segmentation

This chapter presents the developed methodology for RT object detection and instance
segmentation using machine learning and describe how it is implemented in the context of
this master thesis project. The system is designed to output grip point in world coordinates
based on perception from one RGB camera. This chapter also discuss the implementation
of object tracking, optimal grip point calculation, and real-time control of the robot and
gripper using ROS nodes.

4.1 Applying Perception to a Robotic Manipulator

The approach combines several technologies, such as ROS2, YOLOv8 with segmentation
(YOLOv8x-seg), and BYTETracker, to deliver a robust and real-time solution for object
detection, tracking, and instance segmentation. This forms a vital part of the system that
enables accurate and efficient manipulation of objects by a robot.

4.1.1 Real-Time Performance

In this context, real-time performance doesn’t only mean speed but also the ability to process
data as it comes in and to provide output that is timely and actionable in a continuously
running system. The overall approach, combining a real-time object detection and instance
segmentation model with a robust tracking solution and efficient data handling procedures,
ensures the achievement of real-time instance segmentation in this system.

4.2 Object Detection and Tracking

To achieve a usable pick and place robot in the context of the challenges faced in this project,
it is required to gain the knowledge about whether an object has already been identified or
if a new object have entered the field of view. The object detection computes one image at
a time, and the accuracy of the tracking algorithm is essential to not pass object detection
data multiple times for the pick-and-place operation.

4.2.1 Object Detection and Instance Segmentation with YOLOvS8

For the task of object detection and instance segmentation, the project employs YOLOVS,
integrated within the ROS2 DDS node system. The YOLOvS algorithm was launched on
January 10th, 2023. Since then it has undergone numerous iterations for improvements and
bug fixes. One part of the workflow has been to periodically update to the the latest version,
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modify source code for expected performance and fix bugs.

The project leverages Roboflow to streamline the data pipeline, storing the dataset in the
cloud, tracking dataset versions, and facilitating custom dataset creation ( Section 2.2.6).
The YOLOv8x-seg, a large segmentation model pre-trained on the COCO segmentation
dataset, was utilized in the project. Using transfer learning, the model was fine-tuned to
our custom dataset, leading to impressive results. With just a dataset of 50 images, each
containing about 10 instances of each class, the model achieved a mean Average Precision
(mAP) at 50% Intersection over Union (IoU) threshold of 92%. This demonstrated that
creating an extensively large custom dataset was unnecessary, provided that appropriate
augmentation techniques were chosen and labeling was conducted thoroughly.

The augmentation techniques for dataset creation were chosen based on logical assump-
tions and experimental results. The environment, while homogeneous, experiences slight
variations in lighting. To cope with these changes and ensure model robustness, several
augmentation techniques were applied, such as flipping horizontally and vertically, rotating,
and adding noise. Further, the objects were manually placed on the moving conveyor belt
with all sides up, preferrably with a new yaw orientation. Both the manual placement and
added augmentation for a homogeneous environment proved to be adequate.

The output of the final model can be seen in Figure 4.1, which was trained on a dataset
comprising 943 images. Of these, 822 were used for training, and 121 for validation.
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Figure 4.1: Instance Segmentation with YOLOvS

4.2.2 Object Tracking

The BYTETrack object tracking algorithm has been implemented on top of the YOLOv8
detection result generator. The tracking algorithm is based on bounding box coordinates,
confidence score and class id. The tracker matches detected objects with their historical
data, assigning unique tracker IDs to newly detected objects. These IDs enable the system
to track objects across multiple frames, proving to be reliable even when objects move in and
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out of the frame. The configuration of the tracker is governed by the thresholds presented
in Table 4.1.

Attribute Default Value
track thresh 0.25

track buffer 30

match thresh 0.8
aspect_ratio_thresh 3.0

min box_area 1.0
mot20 False

Table 4.1: Attributes and their set values for the Object Tracker argument class.

4.3 Camera Calibration

The placement of the RGB camera, which provides the only sensory perception of the phys-
ical environment, is essential to the success of the object detection algorithm. Positioned
directly above the conveyor belt, the camera provides a view from the top down, with zero
tangential distortion. By mounting the camera parallel to the conveyor belt, distortion is
limited to one direction since the objects passes by and the image get captured in optical
center. This placement strategy is especially important in the absence of additional sensing
technologies like LiDAR, as it enables the system to maintain a high degree of accuracy in
object detection and subsequent operations [10].

Camera calibration is performed using OpenCV to obtain accurate camera intrinsic and ex-
trinsic values. Functions for transforming coordinates from image space to world space are
implemented.

Camera calibration, in the field of computer vision and photogrammetry, is a process that
determines the parameters of a camera. This process is crucial because it provides the rela-
tionship between the 3D world coordinates and the 2D image coordinates. Understanding
this relationship allows for accurate extraction of metric information from 2D images.

The main parameters that are determined during camera calibration are:

e Intrinsic Parameters: These are specific to the camera and include information such as
focal length and optical centers. They also include lens distortion parameters.

e Extrinsic Parameters: These pertain to the camera’s position and orientation in the
world.

Once these parameters are known, they can be used to correct images, compensating for lens
distortion and allowing for accurate measurement within the image. For translating image
coordinates to world coordinates the intrinsic parameters is the only needed information,
which is further explained in Section 4.3.1.

The intrinsic parameters are represented by the camera matrix A as:

Jo 5 &
A=10 f, ¢
0 0 1

where f, and f, are the focal lengths along the X and Y axes, ¢, and ¢, are the coordinates
of the optical center (also called principal point), and s is the skew coefficient.
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The extrinsic parameters describe the position and orientation of the camera in the world
and are represented by a rotation matrix R and a translation vector 7T

Camera calibration was done by taking images of a checkerboard pattern, and then solving
an optimization problem to estimate these parameters. The optimization problem seeks to
minimize the difference between the observed image points and the projected 3D points us-
ing the estimated camera parameters.

This is formulated as minimizing the re-projection error e, defined as:

N
e= lloi— |
i=1

where z; are the observed 2D points in the image, x; are the projected 2D points using the
estimated camera parameters, and N is the total number of points.

The 3D object points and corresponding 2D image points are needed to solve this opti-
mization problem. The 3D object points are the corners of a checkerboard pattern and are
assumed to lie on a plane at z=0 in the world coordinate system. The 2D image points are
the corresponding checkerboard corners detected in the image.

The relationship between the 3D object points in the world coordinate system X,,, the 2D
image points x;, and the perspective projection model can describe the camera parameters
as:

sx; = A[R|T) X,
where s is the scale factor.

The estimated camera matrix A, rotation vectors R, and translation vectors T can then be
used to relate points in the 3D world to points in the 2D image plane, thus enabling accurate
computer vision tasks such as object detection, pose estimation, and 3D reconstruction.

4.3.1 World coordinates

The focal length of the camera is essential when dealing with distortion. The world coordi-
nates are calculated using the equation (4.1). For the project there is a static Z value with
minor differentiation based on the depth of the object in the image.

X World coordinate in X
zp,  Pixel coordinate in x
C, Optical center point in x
. . F, Focal length in x
x = Ca Z Y= Y =Gy Z (4.1) Y World coordinate in Y
F Ey yp  Pixel coordinate in y
Cy Optical center point in y
F, Focal length in y
Z  World coordinate Z
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4.4 Optimal Grip Point Prediction

An algorithm is developed for predicting optimal grip points, accounting for the object’s
aspect ratio, and considering the presence of inactive pixels within an object. The algorithm
calculates the optimal grip points’ distance, angle, and edge coordinates. The optimized grip
point algorithm is implemented to run along with the ROS Node, publishing to the topic
grip_x, grip_y, grip_angle (radians), and grip_width in world coordinates. The following
pseudocode describes the general implementation of the Algorithm 1:

Algorithm 1 Optimal Grip

Require: mask data, focal length _x, focal length y,optical _center x,
optical _center y,min_grip width
w, h < mask_data[l]
2: center _x,center y < mask _data[3]
grip_width < min(w, h)
4: if w > h then
y_bound < |h/2|
6: x_bound + |w x0.25]
roi < mask_datald][(center y — y_bound) : (center_y + y_bound),(center x —
x_bound) : (center _x + x_bound)]
8: grip_x,grip_y, grip_angle, grip_width < width__greater(roi,min__grip_width, grip_width)
grip_x < center _x —x_bound + grip_=
10: grip_y < center _y —y_bound + grip_y
grip_x,grip_y < to_world coordinates(grip_x, grip_y,optical _center _x,optical _center_y,
12: focal length x, focal length y)
else
14: x_bound + |w/2]
y_bound < |h*0.25]
16: roi < mask datal[4][(center y — y bound) : (center y + y_ bound), (center x —
x_bound) : (center _x + x_bound)]
grip_x,grip_y, grip_angle, grip _width < height _greater(roi,min__grip_width, grip _width)

18: grip_x < center _x —x_bound + grip_x
grip_y < center _y —y_bound + grip_y
20: grip_x,grip_y < to_world_coordinates(grip _x,grip_y,optical _center z,optical center vy,
focal length _x, focal length y)
22: end if

return grip x,grip_y,grip_angle, grip_width

4.5 YOLO training

Under training YOLOvVS utilizes Multi-Scale Object Detection by a feature pyramid network
to detect objects of different sizes and scales within an image. In addition Mosaic is used,
which is an improvement to the CutMix data augmentation. The Mosaic technique takes 4
images, resizes them, stitch them together, and then taking a random cutout of the stitched
images to get the final Mosaic image. These techniques helps to generalize the final model
and be able to predict and localize objects better wherever they are within the frame and
at whatever size.

Some key YOLO training configurations that is set Table 4.2:
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Parameter Value
Task Segment
Model yolov8x-seg.pt
Epochs 100
Batch size 16
Image size 640
Optimizer SGD
Initial learning rate (‘Ir0) 0.01
Final learning rate (‘lrf‘) 0.01
Momentum 0.937
Weight decay 0.0005
Dropout 0.0
Intersection over Union (‘iou‘) 0.7
Mixed precision training (‘amp*) true
Data augmentation (‘augment*) false

Table 4.2: Key Configurations of the YOLOvV8 model

4.6 Perception Pipeline

The perception pipeline involves several steps that utilize ROS2 nodes, tracking algorithms,
and advanced computer vision techniques to achieve accurate real-time perception for the
robot:

1. A ROS2 node is initiated with the object tracking, detection and instance segmentation.
A separate thread is initiated to publish the results in parallel.

2. From the resulting detections, only those that meet specific criteria are selected; located
within the center 20% of the image width to minimize field of view distortion. This
process involves limiting the field of view and saving the indices of the detections that
meet the criteria.

3. The chosen detections are then transformed into Detection objects that contain neces-
sary information such as bounding box coordinates, confidence score, and class id.

4. The selected detection results are also stored in a Dictionary, which includes additional
data such as masks and segmentation.

5. The Detection objects and the Dictionary are then pushed into a First In, First Out
(FIFO) Queue, ensuring that data is processed in the order it was received.

6. In the publishing thread, the object tracker is updated with the latest detections, and
these are matched with existing tracks to maintain continuity of object identities over
time.

7. A set is updated with the unique tracker ids for detections.

8. Using the masks of objects with unique tracker ids, the optimal grip points for the
robotic manipulator are calculated.

9. Finally, the pose of each uniquely tracked object is published for use in downstream
processes.

The publishing function running in the ROS2 node handling all the detection data in a
parallel thread, is described by the following pseudocode Algorithm 2:
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Algorithm 2 Object ID Tracking - Publish Object Pose With Unique IDs

Require: queue,object tracker,publisher ,names dict,
focal length x, focal length y,optical center x,optical center y

1: while True do

2 detections, object pos,time _stamp < queue.get()

3 tracks < object _tracker.update(detections2boxes(detections))

4: tracker _id < match_detections with_tracks(detections,tracks)
5:

6 Filter out detections without tracker id and update detections
7 Filter out object pos without tracker id and update object pos
8

9: for each detection id not in check id do
10: Add (detection, object pos) to publish _queue
11: Add detection_id to check id
12: end for
13:

14: mask _data < publish _queue.get()
15: grip_args < optimal _grip(mask_data, focal _length_x,
focal _length y,optical _center _x,optical _center _y)

16:

17: cls_id < mask_datal5]

18: grip_x,grip_y,angle_rad < grip_args

19:

20: msg.header.stamp < time__stamp

21: msg.header. frame _id < names_dict[cls id]
22: MSG.pose.position.T <— grip T

23: MS8g.pose.position.y <— grip_y

24: msg.pose.position.z <— 0.10

25:

26: angle _deg < rad_to_deg(angle rad)
27: quat_x,quat _y,quat z,quat_w < deg to quaternions(z = 180,y = 0,z = angle deg)
28:

29: msg.pose.orientation.x < quat_x

30: msg.pose.orientation.y < quat_y

31: msg.pose.orientation.z < quat_z

32: msg.pose.orientation.w < quat_w
33:

34: Publish msg using publisher
35: end while
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4.7 Evaluating dataset

In the domain of computer vision, particularly object detection, the concept of a label cor-
relogram proves invaluable for understanding the relationships and dependencies within the
data. The label correlogram, a form of scatterplot matrix or pairplot, provides a visual rep-
resentation of the relationships between the variables defining each object’s bounding box
in the dataset, namely the x-coordinate, y-coordinate, width (w), and height (h) — a space
commonly referred to as the 'xywh’ space.

The correlogram comprises a series of 2D histograms where each plot displays the relationship
between two different variables. These variables pertain to the properties of the bounding
boxes that encapsulate the detected objects within the images. Specifically, the 'x’ and 'y’
denote the coordinates of the upper-left corner of the bounding box, while 'w’ and 'h’ denote
the width and height of the bounding box, respectively.

The analysis of a label correlogram in 'xywh’ space provides several valuable insights. For
instance, it can reveal whether there is a correlation between the width and height of the
bounding boxes across the dataset. This could indicate a pattern in the sizes of objects being
detected and, in turn, could influence the design of the detection algorithm. Similarly, the
relationship between 'x” and 'y’ coordinates might suggest spatial trends in object placement
within the images, which could be related to the orientation of objects or inherent bias in
the image acquisition process.

Furthermore, the correlogram can elucidate potential correlations between the position and
size of the objects. For instance, if a correlation is observed between 'x” and 'w’ or 'y’ and "h’,
it could suggest a tendency for larger objects to appear more frequently in certain regions
of the image.
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4.8 Flowchart of Perception Pipeline

The flowchart of the perception pipeline is visualized in Section 4.8. It breaks down the
process of the developed vision system. Where the input is given from an RGB camera and
the output is the grip point sent to the motion control systems.
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Figure 4.2: Flowchart of the perception pipeline
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Chapter 5

Autonomous Sorting Facility

This chapter elaborates on the performed construction of an autonomous sorting facility,
encompassing both physical and digital production. The focus is on creating 3D models,
implementing inverse kinematics via Moveit2, and developing high-level motion control for a
cobot interaction, based on real-time object detection. This chapter also includes description
of how obstacles encountered implementing the physical small scale sorting facility has been
overcome, in particular, obstacles related to the remote communication. For example, a
reverse engineering of a gripper communicating via Modbus was performed. This obstacle
was significant to overcome to reach the results of this project, and it is a good illustration of
the complexities and insights gained from solving such interdisciplinary challenges. Lastly,
the design of a modular node system using ROS is discussed, highlighting its crucial role in
bridging physical and digital components within the autonomous sorting facility.

5.1 Collaborative Robot

The robotic manipulator used in this project is a UR10e from Universal Robot. It is a
six-axis robot certified to work around humans due to having safety features to prevent and
minimize the risk of human injury. The cobot has the ability to lift 12,5 kg, a reach of
1,3 meters, and a weight of 33.5kg. Additional information can be found in Appendix A.
Joint working range and maximum velocity are critical to take into account when developing
the motion control system, both with inverse kinematics and with reinforcement learning,
especially when the movement is not repetitive and the goal pose is dependent on objects
at the unknown position. The robot is built up with 6 joints, which are referred to by the
names in Table 5.1. The base, also called shoulder pan joint in robotics, is the origo when
giving reference point according to the robot, and wrist 3 is referred to as the end-effector if
the gripper is not attached.

Table 5.1: UR10e hardware joint limitations Sheet

Joint names Working range Maximum Speed

Base + 360° + 120°/s
Shoulder + 360° + 120°/s
Elbow + 360° + 180°/s
Wrist 1 + 360° + 180°/s
Wrist 2 + 360° + 180°/s
Wrist 3 + 360° + 180°/s
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5.2 3D Modelling

A full prototype had to be built both physically and digitally. Given equipment and parts
needed to be built and assembled into a complete facility for demonstration and testing.
Since the perception only detects objects at the beginning of the conveyor belt, the assembly
needs to be accurate and stable. Parts need to be produced and the model needs to be
remodeled to the correct format so it can be implemented in the digital environments.

5.2.1 Design of Facility

The facility is designed for having all
the main equipment connected to each
other, strategically positioned. An anal-
ysis of both camera and robot place-
ment has been made. The placement of
the camera is explained in Section 4.3.
The efficiency of the pick-and-place oper-
ation is highly dependent on the place-
ment of the robot in relation to the con-
veyor belt.  One of the critical factors
to consider when positioning a robot is
the avoidance of singularities. Singulari-
ties occur when a robot loses one or more _R1325.00
degrees of freedom, which can result in
unpredictable behavior and reduced preci-
sion.

Section 5.2.1 shows how a UR can conflict
with singularities in certain planes. By op-
timizing the placement of the robot at the
conveyor belt, taking into account singular-
ities will maximize the workspace [11]. For
the experimental setup, there is positioned
three waste bins around the conveyor belt
for sorting the objects, by placing the ob-
jects based on their respective class. The
robot needs to cover the total surface from
the camera mount and reach both sides of
the conveyor belt for sorting objects. The measured work area is visualized in Figure 5.1.
Every part used in this project is 3D modeled, either the models have been downloaded
from the producer when available or they are modeled with the digital 3D CAD software
SOLIDWORKS from scratch.

Figure 5.1: Working Range

5.2.2 Physical Construction

After designing the facility, the construction process started. The camera mount is produced
in aluminum profiles. The aluminum profiles are 3D modeled and analyzed on how to be
constructed and ordered. Bill of Materials (BOM) is listed in Appendix Table B.1 together
with production drawings. Aluminum profiles are chosen for the reason of their mechanical
properties, adaptability to configuration changes and to be rebuilt for other projects. The
attachment between the robot and conveyor belt is machined and welded based on the
production drawings in Appendix C.
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Figure 5.2: Singularities [11]

5.2.3 3D models for simulation

In the first step, a model is set up in SOLIDWORKS and then imported in stereolithog-
raphy (STL) format. The configuration is adjusted based on the desired local coordinate
system. Following this, the STL files are utilized to create Unified Robot Description Format
(URDF) and Universal Scene Description (USD) models. The URDF models are used to
build a digital twin environment that simulates the IK motion control system, which is visu-
alized in the RViz. Similarly, a digital twin environment for the RL motion control system
is constructed using USD models, visualized in Isaac Sim.

The Unified Robot Description Format (URDF), a widely-used XML format in robotics, is
used to describe the robot’s physical structure, including its joints and connections. These
mesh files provide detailed descriptions of each joint. The type of each joint, whether fixed
or revolute, is chosen based on the required motion between links. The term ’translation’
refers to the distances (in the x, y, and z coordinates) from the origin of the parent link to
the origin of the child link. These distances are specified in meters. The orientation of the
child link relative to the parent link is defined using quaternions or Euler angles.

A gripper from OnRobot is used in this thesis for picking objects. It is an RG6, with a quick
changer attached to the robot and the gripper as a device mount. The specifications are
shown in Table 5.2.

Table 5.2: Specifications of the OnRobot RG6 Gripper

Specification Value
Payload 6 kg
Max. Stroke 160 mm
Min. Force 25 N
Max. Force 120 N
Gripper Mass 1.25 kg
Number of Fingers 2

Energy Source Electrical

Protection (IP) IP54

A 3D model of the gripper was downloaded and disassembled digitally. This process facili-
tated the reassembly with the optimal joint configuration to correctly identify movable parts.
An exploded view, presented in Figure 5.3, illustrates the assembly structure of the gripper.
To accommodate objects up to 14 c¢m high, extenders were designed and 3D printed. These
extenders, informed by measurements from the 3D model, enhance the reach of the gripper.
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(a) Exploded View from the Side (b) Exploded View from Above

Figure 5.3: OnRobot RG6 with Quick Changer and Extenders

5.2.4 Assembly

The completed prototype ended up at a total size of 2 meters in length, 1.4 meters wide,
and 2.6 meters high Section 5.2.4.

Figure 5.4: 3D Model of Assembly

The physical construction can be seen in Section 5.2.4. It corresponds with the size measure-
ment of the 3D model above. It has a solid construction, which is critical when the robot
has to pick objects outside the FOV of applied perception.
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Figure 5.5: Physical Setup at Mechatronic Innovation Lab
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5.3 Motion of Control

This section elaborates on how the motion control system is set up with IK through Movelt2.
A detailed explanation of how an interface can be made for continuously receiving objects
to pick with the vision system.

5.3.1 Polyscope

PolyScope is the operating system that powers Universal Robotics’ e-Series, including the
UR10e. It provides a graphical user interface (GUI) for robot programming and control.
The PolyScope is only used to enable external control from a PC hosting the UR ROS driver
and to set up safety limitations shown in table 5.3. The external control is enabled through
activating a PolyScope extension (URCAP) UR GitHub page.

Table 5.3: UR10e Limitations

Specification Value
Power 1000 W
Momentum 1300 mm
Stopping Time 1000 ms
Stopping Distance 2000 mm
Tool speed 5000 mm/s
Tool Force 250.0 N
Elbow speed 5000 mm/s
Elbow force 250.0 N

5.3.2 UR Driver for Joint Control

The ROS driver for UR provides an interface at a high-level for commanding the angular
joint position of the robot. The driver supplies multiple ROS nodes that communicate with
the UR robot controller via TCP/IP. The nodes publish and subscribe to ROS topics in
order to control the robot’s joints and receive sensor feedback. The driver controls the robot
on low-level where it actuates each joint based on the given reference values. As most robot
suppliers are starting to make drivers for their robots for remote control via ROS, a stan-
dardized system is followed for making the robot adaptive to manipulation of additional
ROS libraries such as trajectory manipulation.

5.3.3 Motion Control with Movelt2

The integration of Movelt2 with the UR ROS driver provides a foundation for effective
motion planning and execution. This integration facilitates the establishment of a com-
munication interface between the UR ROS driver and the Movelt2 framework, allowing for
dynamic interaction and data exchange. In this framework, ROS nodes are set up by Movelt2
to communicate with the UR ROS driver. These nodes publish and subscribe to ROS topics
pertinent to motion planning and execution. The Movelt2 framework utilizes an IK solver
to ascertain joint configurations for achieving a desired end-effector pose. This calculation
is crucial as it links the higher-level planning stage with the specific, low-level joint motions
required to realize the intended pose. Since Movelt2 is a trajectory calculator, a top-level
controller with an interface is needed for handling continuous data from the vision system.
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5.3.4 Path planning with OMPL

OMPL provides a variety of sampling-based motion planning algorithms. Sampling-based
algorithms work by exploring the robot’s configuration space, where each point represents
a possible pose of the robot. These algorithms are particularly effective in high-dimensional
spaces, and unlike grid-based algorithms, they don’t rely on discretizing the space, which
means they can better handle real-world complexity [14]. Different path planning algorithms
is utilized for testing, but the RRTConnect planner is used in the experimental setup. RRT-
Connect is a variant of the Rapidly-exploring Random Tree (RRT) algorithm, which is widely
used for robot motion planning due to its effectiveness and comprehensiveness. This is im-
plemented by selecting RRT in RViz, after running both UR driver and Movelt2.

5.4 Interfacing Real-Time Object Detection

The pyMoveIt2 is a basic Python interface for Movelt2. This interface has been built upon
to employ a ROS node that continuously handles new target pose data. The implementa-
tion has been configured for the UR10e. Chapter 4 details the output of the vision system,
which is further subscribed to a node for processing and transmitting information to the
implemented motion control interface. The motion control interface node receives position
and pose estimations, queues the data, and transmits them through Movelt2. The vision
system provides coordinates in meters for translation and radians for yaw (1), representing
the rotation of the wrist 3 joint. The interface converts position data into the desired pose in
quaternions, representing the robotic arm’s rotation in three-dimensional space. The equa-
tion that describes the quaternion conversion is defined in Equation (5.1):

qg=w+zxi+yj+zk (5.1)

where w, x, y, and z are the components of the quaternion, and ¢, j, and k£ are the funda-
mental quaternion units. The quaternion, denoted as ) or g, is a four-dimensional vector
consisting of (qu, ¢, gy, ¢-) or equivalently (w,z,y, z). The mathematical equations used to
convert the coordinates are Equations (5.2) to (5.5):

wanr-en() () (3) i (2) n(2) n(3)
vt - (3 or(3) n(2) () m(§ oe(2) o
o won(3) Q) (3) 1 (€) () (3) o
o won(3) e (2) o (5) () ) (3) 0

The primary mechanism for the pick-and-place operation involves a callback, which initi-
ates the process of moving the end-effector to the object at the object position. It then
guides the robot arm to pick position, thereafter to release_position, before returning to
the home_position. During the interval between the object position and the pick position,
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the gripper is set to close. The control of the gripper is managed by a separate node, which
is further elaborated in the following Section 5.5. These positions are displayed in Table 5.4.

Table 5.4: End-effector Position

Position Name | X Coordinate | Y Coordinate | Z Coordinate
Object Position goal x goal y goal z
Pick Position goal x goal y goal z-0.12
Lift Position goal x goal y goal z + 0.02
Home Position 0.75 0.00 goal z + 0.05

The vision system is passing the class name of the detected object. In Table 5.5, an
overview is presented with each object used in the experimental setup. The coordinates
of release position based on class are listed in the table.

Table 5.5: Place coordinates for object type, with origo in robot base.

Label X-Coordinate | Y-Coordinate | Z-Coordinate
PP-5 Lid 1.2 0.2 0.2
PP-5 Blue Box 0.13 -0.57 0.2
PP-5 Filter Tip Box 1.2 -0.20 0.2
PP Vitrolife 1.2 -0.20 0.2

Before the node could be running continuously and update the input data, a setup of mutual
exclusion is implemented for handling the pose estimation from the vision system. Trajectory
planning is executed via a FIFO queue data structure, which ensures each received goal pose
is processed sequentially. The Python interface for Movelt2 requires disabling the restric-
tions for callbacks to execute them in any way it sees fit. The callbacks are then processed
in parallel with each other, and the same callbacks will run in parallel. The thread lock
mechanism and a thread-safe queue facilitate the sequential execution of goal pose callbacks,
preventing concurrent movement instructions that might compromise the robot’s operation.

The corresponding traveling direction to the object is calculated and subtracted from the ob-
ject’s y-coordinate, which is the traveling direction, effectively adjusting the target position to
account for the conveyor belt’s movement. Ultimately, the entire process leverages Movelt2’s
framework to command the robot to execute autonomous pick-and-place operations based on
real-time positional data from the vision system. This is a complex orchestration of efficient
control mechanisms.

5.5 Gripper with Remote Control

This section provides a comprehensive analysis of how an OnRobot gripper is reverse-
engineered for accessing remote control via a PC to actuate the interaction of the motion
control system developed in this project. This had to be done due to a lack of detailed in-
formation on how the gripper can be controlled directly without additional equipment that
was not available. In the initial phase, current and voltage were measured, and interpreted
while the gripper was activated by the robot, therefore logged and evaluated. To replicate
the communication process, a protocol was established, and software was made to facili-
tate communication with the node system. This served to optimize the interaction between
the system’s various components, allowing for efficient and modular operation. An electrical

42



circuit was designed and implemented into an embedded system accessing the remote control.

5.5.1 Reverse-Engineering of Onrobot RG6

The gripper is connected to the robot with an 8-pin SAC cable. In PolyScope, the tool
equipment configuration is set to a single 24V as output. Figure 5.6 shows the wiring out of
wrist 3 and to the tool mount. It is more than one option in rows 1, 2, and 6, the reason for
setting up other programs, and utilizing additional equipment needing these as input. For
this case; RS485+, RS485- and GND are hijacked for sending modbus rtu communication
to the gripper.

Z
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Port
RS485+ or Al2
RS485- or AI3

DI
DI
24V
24V or DO
DO
GND

0O~ O U Wi =

Figure 5.6: Signal Description

Figure 5.7: 8-Pin SAC cable

5.5.2 Reverse-Engineering of Modbus RTU Communication

The focus of this work was the control of the OnRobot RG6 gripper, achieved through
reverse-engineered Modbus RTU communication. The process included reading and writing
operations to register addresses, and a CRC (Cyclic Redundancy Check) checksum check
implementation, to ensure data integrity [22]. A visualization of the Modbus Protocol de-
scription is presented in figure Figure 5.8.
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Figure 5.8: Protocol Data Unit and Application Data Unit

To integrate the gripper to the motion system, a ROS package was created, specifically
designed to publish status messages while listening to a topic for controlling the gripper.
Limited documentation from OnRobot regarding remote gripper control necessitated this
reverse-engineering approach. It was observed that OnRobot supports the use of their pro-
prietary Compute Box, an additional device sold separately, for directing all communication
messages to the appropriate device [20]. Each device, including the Compute Box and the
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gripper, is characterized by unique device addresses that direct communication.

Interestingly, the Compute Box enables a Modbus TCP communication interface for itself
and connected OnRobot devices [22]. However, details regarding how the Compute Box fa-
cilitates remote communication remain proprietary and are not publicly available. While the
Universal Robot’s Polyscope interface can support Modbus TCP communication, it cannot
directly access OnRobot devices using the device addresses documented for the Compute
Box interface.

To overcome these constraints, the cables from the gripper to the Robot were split and an
older datasheet was used to map the connected pins [19], as shown in Figure 5.7 on page
43. An updated data pin sheet had to be created due to discrepancies between the data pin
sheet and the gripper version. This was achieved by conducting voltage and current mea-
surements. Subsequently, the communication cables were connected to the PC via an RS485
to USB converter, setting up a serial monitor. This configuration enabled the monitoring of
Modbus RTU communication and the reading of values directly from the Fieldbus [1].

Configuring the correct baud rate, byte
size, parity, and stop bits to reflect
the configurations for the gripper’s mi-
crocontroller is vital for successful Mod-
bus communication. The baud rate rep-
resents a value with a unit of bits per
second, while the byte size can range
from 5 to 9 bits. Parity—defined as
Even, Odd, or None—provides a min-
imal error check for every byte in a
message, and Stop Bits (1 or 2 bits)
indicate the end of the data packet
by transmitting from low to high volt-
age.

The scarcity of publicly available documen-
tation regarding these communication con-
figurations presented a challenge. A solu-
tion was developed by setting up serial com-
munication based on the Modbus Applica-
tion Protocol [22]. Minimal necessary docu-
mentation provided by OnRobot’s Compute
Box for Modbus TCP communication was
beneficial to this process. It detailed device
addresses, register addresses, allowed values,
and function codes for the register addresses Figure 5.9: communication reading

[21]. Further insight was drawn from the

Modbus Application Protocol documentation, specifying message formation for a particular
function code, data integrity checks, CRC checksum inclusion in all messages, and the use
of big-Endian byte order for addresses and data items |[1].

5.5.3 Embedded System for Remote Control of Gripper

After being able to control the gripper through the USB converter directly, an embedded
system was designed and implemented to run the remote control interface. A SAC-8P
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cable links the robotic system and the gripper, providing the route for the exchange of
control signals. To divert this communication, the RS485 cables within the SAC-8P were
strategically tapped and then interfaced with a Jetson Nano D.la. The Jetson Nano is
a single board computer, used for hosting the developed program package for actuating
the gripper, connected to the same network as the computers. The Jetson Nano is then
integrated into the overall node network, allowing it to act as an intermediary between the
robot and gripper, thereby gaining the ability to dictate their interactions. The power source
for the Jetson Nano is taken from the wrist 3 via a LM2596 buck converter D.1b. Given the
system’s power requirements, the buck converter steps down the voltage from 24 volts to a
more suitable 5 volts, ensuring that the Jetson Nano operates optimally without any risk of
power-related damage. The finished electrical diagram for the embedded system is shown in
Figure 5.10.
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Figure 5.10: Embedded System for Gripper Control

A casing for these components wired together is 3D printed in two separate parts shown in
Figure 5.11. Additionally, a fan is mounted on top to cool down the electrical components.

Figure 5.11: Control Box on Gripper
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5.6 Simulation in Digital Environment

In the development phase, the UR driver and the physical robot were compared with a simple
static pick-and-place operation. The accuracy was working well, so then, most of the testing
was done by a twin environment setup. The UR driver has a finished model setup for RViz,
and the rest of the environment was built. The UR10e robot is composed of several linked
joints, which are defined in the Unified Robot Description Format (URDF) file associated
with the driver. In ROS, each joint’s position and orientation are defined by transformation
frames or TFs. These TFs allow ROS to understand the position of each joint and link in the
robot relative to each other. By reading the joint and having a digital clone in simulation,
a ROS function called TF listener is used for knowing the space coordinates of each joint
without the need for kinematic calculations. The coordinates of each link and configuration
are visualized in Figure 5.12.

Figure 5.12: Tool-point path and TF to robot in RViz

After setting up the interface to the vision system, a node for publishing the objects position
to the simulated environment was made as a marker. RViz is not a physics simulator, the
node was setup by using ROS internal clock for making it move 10.5 centimeters per seconds.
For developing the pick-and-place motion system, only a green marker is spawned based on
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the physical target position as a rectangular, where the short side presenting optimal rota-
tion to end-effector, and shown in Appendix E.
5.7 Nodes and communication

ROS has different function such as rqt graphing. This tool visualises how the hole system,
with activates nodes and communication flow.
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Figure 5.13: Node System with IK motion Control
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Chapter 6

Reinforcement Learning in Simulation
for Controlling a Physical Robot

This chapter describes the use of Reinforcement Learning (RL) to optimize a pick-and-place
operation in an industrial setting where the physical environment operates without percep-
tion. Instead, a fully observable digital twin controls the motion of the physical robot. The
RL policy, which guides the robot’s actions, is only trained in the simulation environment,
and the objects are randomly oriented during this training process to expose the policy to a
wide range of possible scenarios.

In the sim-to-real phase, the objects in the digital twin environment spawn based on the
perception pipeline, described in Chapter 4 and Section 5.4. This process uses the informa-
tion to mimic the state of the real-world environment in the digital twin. The sim-to-real
approach replicates the joint movements in simulation to the physical robot, mirroring the
actions determined by the RL policy in the real world. This differs from other approaches
that may directly deploy an RL model in the physical environment after training in a simu-
lation.

6.1 Building a Digital Twin in Isaac Sim

Building a digital twin in Isaac Sim involves creating a virtual replica of a physical system
for simulation and prediction. The process includes:

1. 3D Modeling: A 3D model of the physical system is created using a CAD (Computer-
Aided Design) tool such as SolidWorks, AutoCAD, or other 3D modeling software. The
model should replicate the physical properties and characteristics of the system. The
[saac Sim integration with Omniverse, the 3D modeling can also be done here.

2. Conversion to USD: Isaac Sim uses the Universal Scene Description (USD) format
for its 3D models. Once the 3D model is created, it needs to be converted into the
USD format.

3. Import into Isaac Sim: The USD model can be imported into Isaac Sim, where
users can manipulate the model, adjust its properties, and set up the environment for
simulation.

4. Physics and Simulation: Isaac Sim uses NVIDIA’s PhysX engine for physics simu-
lation, which allows for realistic interactions between objects in the environment.

5. Reinforcement Learning Training: With the digital twin set up in Isaac Sim,
reinforcement learning algorithms can be used to train agents to perform tasks within
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this environment. The trained models can then be used for prediction and control in
the real-world system.

6.2 Gym Environment

The development and deployment of RL techniques for real-world applications have been
substantially facilitated by the implementation of simulated environments. Specifically, the
RL Gym Environment, constructed around the ’digital twin’ concept in Isaac Sim, offers a
platform for RL models to interact with an environment that is reflective of a state-of-the-art
physics simulator. The design and structure of the gym environment are purposefully aligned
with real-world physics and object placements, enabling the RL models to be exclusively
trained in simulation and their performance subsequently evaluated without necessitating
training on the real-world robot.

Robotic Operating System (ROS) is adopted as the communication protocol for the RL gym
environment to interface with the real-world robot, ensuring seamless data interchange. An
in-depth discussion about this ROS-based sim-to-real communication can be found in the
sim-to-real subsection of this work.

The gym environment allows the RL agent to engage with each robot joint by sending angu-
lar position commands. This enables a fine-grained control over the robot’s actions within
the simulated environment. During the sim-to-real operation, the RL model continuously
communicates the current angular positions of the simulated model to the real-world robot,
ensuring that the physical system accurately replicates the movements of the virtual counter-
part. However, it is important to note that due to this communication process, the simulated
joint positions can be slightly ahead of the real-world model.

The RL Gym Environment, thus, presents a well-structured and realistic platform for train-
ing RL models. It aids in circumventing potential risks and costs associated with direct
real-world training while ensuring an accurate reflection of physical laws and dynamics in
the virtual learning space.

The training of a RL model typically needs to be trained for many hours or days for a RL
task with this kind of complexity. The implementation of parallel processing of cloned envi-
ronments with unique environment properties based on environment state makes it possible
to train a RL model for a complex task within a couple of hours. The gym environment
is implemented to be run visually or headlessly, where the visual training runs are used to
evaluate the model based on simulated behaviour. A visual run in this project has been
decided to default at 512 environments as seen in Figure 6.1, to not cap the main memory.
Headlessly the number of environments is not bottlenecked by the main memory, and have
been decided to run with 4096 parallel environments. Headlessly the bottleneck for adding
more environments is trying to handle too many parallel processes at once, and by adding
more environments it is needed to allocate more memory to the process. The current gpu
configurations for the PhysX engine is as seen in Table 6.1.

6.3 Reinforcement Learning Implementation
In this section, we present the implementation of the RL algorithm for controlling the robotic
arm in the Isaac Sim environment. The goal of the robot is to perform three tasks sequen-

tially, switching between tasks upon successful completion. We utilize PyTorch for tensor
operations and define a reward function to guide the agent’s learning.
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Figure 6.1: All environments

PhysX GPU Buffer Configurations Value
gpu_ max_rigid contact count 524288
gpu_max_rigid patch count 33554432
gpu_found lost pairs_capacity 19771
gpu_found lost aggregate pairs capacity | 524288
gpu_total aggregate pairs capacity 1048576
gpu_max_soft body contacts 1048576
gpu_max_particle contacts 1048576
gpu_heap capacity 33554432
gpu_temp buffer capacity 16777216
gpu_max_num _ partitions 8

Table 6.1: PhysX GPU Buffer Configurations

6.3.1 Reinforcement Learning Observation and Output

The RL inputs an observation buffer for iy, environments. The parameters passed as the
observation state is the 6 joint positions, 6 joint velocities, target speed, target pose defined
by position and orientation, orientation distance from target alignment.

6.3.2 Computing Environment Observations for Reinforcement Learning

The efficacy of a RL (RL) model is heavily contingent upon the breadth and precision of
the observations it receives from the environment. In our specific RL implementation, we
leverage a holistic observation approach, considering a myriad of factors that contribute
to the real-time state of the system. These observations form a multi-dimensional input
array for the RL model, providing pertinent information about the current state of the
environment, such as the state of the robot arm and the characteristics of the goal it is
trying to achieve. The following is the observation space:

e Robotic Arm State: The state of the robot arm is primarily determined by the
positions and velocities of its degrees of freedom (DoFs). The arm’s DoF positions
are normalized and stored in the observation buffer to retain spatial consistency across
different episodes and environments, which substantially aids the learning process of
the RL model.
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e Target Velocity: The current speed of the target position is also a critical aspect
of the state of the system. This information assists the RL model in predicting the
motion of the target and planning its actions accordingly.

e Goal Position: The goal position represents the desired destination of the arm’s end
effector. By providing this to the RL model, the agent can compute the necessary
movements to reach the desired state.

e Goal and Object Orientation: The desired rotation of the arm is encapsulated
within the goal rotation quaternion. In addition to the goal rotation, the quaternion
representing the required rotation to align the object with the goal is also included.
This data facilitates the RL model in understanding the required rotational adjustments
to accomplish the task.

e Recent Actions: The most recent actions taken by the agent also form a part of the
observations. This historical information enables the RL model to assess the conse-
quences of its actions, aiding in the iterative improvement of its policy.

This observation method serves as a robust input strategy for the RL model, providing a
holistic snapshot of the environment’s current state. It combines diverse elements, such
as the robot’s state, target velocity, goal characteristics, and historical actions, creating
a potent informational basis that empowers the RL model to learn effectively and devise
optimal policies.

6.3.3 Reward Function and Task Control

The reward function, compute arm reward, is designed to balance multiple objectives, such
as minimizing the distance and orientation difference between the object and the target, regu-
larizing actions, and penalizing failures. It takes into account various parameters such as the
distance and rotation rewards, action penalty, success tolerance, reach goal bonus, fall dis-
tance, fall penalty, and maximum consecutive successes. The function computes rewards for
each environment and updates the successes count based on the goal and orientation criteria.
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When the agent reaches the success criteria for a task, the environment switches to the next
task in the sequence. This is accomplished using the tensors taskO resets, taskl resets, and
task2 resets, which are responsible for resetting the tasks based on the task IDs calculated
from the current successes. The different tasks can be organised into different phases of
the main goal, pick and place of objects into collection bags. The different phases can be
described as follows:

1. Hovering Phase: This phase is characterized by the agent successfully positioning
itself above the target object. The commencement of this phase can be mathematically
represented as:

Let D, denote the Euclidean distance (goal _dist) between the agent and the target
object, and D, represent the difference (rot dist) in their respective orientations. A
tolerance level T' (success_tolerance) is predefined. For an environment ¢, if |D,,| < T
and |D,,| < T, a binary switch goal resets; is activated (set to 1). Subsequently,
successes; is incremented by goal resets;.

Next, let task ids; be the modulus of successes; after division by 3. If goal resets;
is active and task ids; equals 0, another binary switch task0 resets; is activated.
The activation of task0 resets; signifies the successful commencement of the Hovering
Phase for the i-th environment. The phase is visualized in Figure 6.3.

2. Pickup Phase: This phase involves the agent moving downwards to pick up the
object. The mathematical representation of this phase’s commencement is similar to
the Hovering Phase, albeit with a different condition. If goal resets; is active and
task ids; equals 1, the binary switch taskl resets; is activated, marking the start of
the Pickup Phase for the i-th environment. The phase is visualized in Figure 6.4 on
page 54.

3. Collection Phase: During this phase, the agent, having successfully picked up the
object, begins moving towards the collection bag. The commencement of this phase is
defined by the activation of task2 resets;, which occurs if goal resets; is active and
task _ids; equals 2. The phase is visualized in Figure 6.5 on page 55.

In this manner, the task resets tensors function as binary switches that control the tran-
sitions between tasks in each parallel environment. The use of torch.where() function and
bitwise logical operations allow efficient and parallel computation of these conditions across
all environments. This streamlined task management system enhances the RL process,
enabling precise control over the learning stages and facilitating the efficient execution of
complex manipulative actions in parallel environments.

In the RL Model, the reward function plays a crucial role in guiding the agent’s learning
process. The reward function is designed to encourage the agent to achieve the desired goal
while maintaining efficiency and stability during the task. In this specific implementation,
the reward function is composed of three main components: position distance, orientation
alignment, and action regularization.

The position distance component evaluates the Euclidean distance between the object’s
current position and the target position. This distance, denoted as goal dist, is calculated
using the L2 norm:

goal _dist = ||object pos — target pos||s

The orientation alignment component assesses the similarity in orientation between the ob-
ject’s current rotation and the target rotation. To compute this, the difference between the
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Figure 6.3: Hovering Phase: alignment of end effector pose and target pose represented by the
physical objects in simulation.

two quaternions is first determined by multiplying the object’s quaternion by the conjugate
of the target’s quaternion, as shown in the code:

quat _dif f = quat _mul(object rot, quat _conjugate(target rot))

The rotation distance, rot _dist, is then calculated using the arc sine function on the clamped
L2 norm of the imaginary part of the quaternion difference:

rot_dist = 2 - arcsin (min (||quat_dif f1.q]l2,1))

Next, the position distance reward dist rew and the orientation alignment reward rot rew
are calculated by scaling the distance and rotation components with their respective reward
scales:

dist _rew = goal dist - dist_reward_scale

1
\rot _dist| + rot_eps

rot_rew = -rot_reward__scale

The action regularization component penalizes the agent for taking many actions to promote
smooth and efficient movements. This penalty is computed as the sum of the squared action
values:

action__penalty = Z(actions2)

The total reward is then calculated as the sum of the three components, with the action
penalty scaled by its respective penalty scale:

reward = dist _rew + action _penalty - action _penalty scale + rot_rew
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Figure 6.4: Pickup Phase: successfully aligned with target pose in the pickup phase.

To encourage the agent to reach the goal with the correct orientation, a success bonus is
added to the reward if the position and rotation distances are within a specified tolerance:

reward + reach __goal bonus, if |goal dist| < success tolerance and
reward = |rot _dist| < success__tolerance

reward, otherwise

By combining these components, the reward function effectively guides the agent to reach
the desired goal position and orientation while promoting efficient and stable actions.

6.3.4 Sim2Real Deployment

The RealWorldUR10 class serves as the interface between the simulated environment in
[saac Sim and the physical robot using ROS. The class subscribes to topics that provide
information on the robot’s joint angles and publishes commands to control the robot. It also
receives pose estimation data from the YOLO-based object detection system, which is used
to update the goal position and orientation.

The send_joint pos method converts the joint angles from the simulation environment to
the real-world robot, ensuring that the angles are within the specified limits. It then updates

the target joint positions accordingly.

The travel method compensates for the object’s movement in the real world by adjusting
the position based on the time elapsed since the pose estimation.

The pub_task method is an asynchronous method that regularly publishes joint trajectory
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Figure 6.5: Collection Phase: successfully aligned with target pose in the collection phase.

commands to control the robot in the real world, taking into account the current and target
joint positions.

6.4 Controlling a Real-World UR10 Robot Arm Based on Simu-
lated Movements

The overall control architecture involves a ROS node that interfaces between the simulated
and real-world UR10s. The control strategy is based on two primary components: a moving
average filter and a trajectory duration control mechanism.

6.4.1 Weighted Moving Average Filter

In our system, the weighted moving average filter is utilized to smooth the target joint
angles sent to the real-world UR10. The joint angles obtained from the simulation are
passed through the weighted moving average filter before being sent to the real-world UR10.
The filter is defined by the following equation:

emd = pos - (1 — a) + target_pos - « (6.1)

where cmd is the filtered command sent to the real-world UR10, pos is the current joint
position of the real-world UR10, target pos is the target joint position obtained from the
simulation, and « is the smoothing factor that determines the degree of smoothing.

This filter effectively creates a trade-off between the current position and the target position.
When « is close to 0, the command is more influenced by the current position, creating a
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lag behind the target position but smoothing out rapid changes. When « is close to 1, the
command closely follows the target position, but is also more sensitive to rapid changes in
the target position.

6.4.2 Trajectory Duration Control

The trajectory duration control mechanism is used to control the speed of the movement
of the real-world UR10. The duration of each joint movement is calculated based on the
distance to be moved and a maximum velocity limit, as defined by the following equation:

d —
duration = M

max_vel (6:2)
where ¢md is the filtered command from the moving average filter, pos is the current joint
position, and max _wel is the maximum velocity limit. The calculated duration is then
compared with a minimum duration threshold, and the larger of the two is used as the
duration for the joint movement. The minimum duration threshold is set to 0.1 seconds
based on the publishing frequency in the ROS node at 10hz. This mechanism ensures that
the real-world UR10 moves at a controlled speed, avoiding abrupt movements.

6.5 Training the Proximal Policy Optimization Algorithm

In this study, the implementation of the PPO algorithm is guided by an intricate collection
of hyperparameters and settings. The hyperparameters have been set based on documented
performance for other Reinforcement Learning tasks that have inspired the RL implementa-
tion. The UR10 Reacher indie project [4] and examples given by NVIDIA Omniverse Isaac
Sim Gym Envs Section 2.7 [18], along with the RL games for setting up PPO |[3].

6.5.1 Algorithmic Settings

Several algorithmic settings have been set these include:

e Algorithm and Model: The ppo continuous algorithm is chosen for this task, and
the model is set as continuous ppo_logstd. This pairing indicates the use of an Actor-
Critic model with a continuous action space, which is fitting for the continuous state
and action space in the given problem, and a logarithm standard deviation.

e Network Structure: The chosen network architecture is a Multi-Layer Perceptron
(MLP) composed of layers with 256, 128, and 64 units respectively. Exponential Linear
Unit (ELU) is used as the activation function.

e Environment Settings: A custom reward shaper with a scale value of 0.01 is em-
ployed, and ’‘gamma’ and ’tau’ parameters, significant in reinforcement learning algo-
rithms, are set at 0.99 and 0.95 respectively.

e Learning Parameters: An adaptive learning rate schedule is chosen with a learning
rate set at He-3. The maximum number of training epochs is set at 1500, with a

kl_threshold of 0.008.

e Training Settings: A large minibatch size of 32768 is used to enhance robust learn-
ing. For each minibatch, the network undergoes 5 mini-epochs. Parameters such as
entropy coef is set to 0, grad_norm is set to 1, and e_clip is set to 0.2 during the
learning phase.

Table 6.2 and Table 6.3 was the network and hyperparameter configurations set for training.
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Hyperparameter

Value

Network Parameters

Value

algo: name
model: name
network: name
network: separate
mlp: units

mlp: activation
mlp: d2r]

mu_ activation
sigma_ activation

ppo__continuous
continuous ppo_ logstd
actor _critic

False

[256, 128, 64]

elu

False

None

None

Table 6.2: Network Configuration Parameters

Table 6.3: Hyperparameter Configuration for

mixed precision
normalize input
normalize value
value bootstrap
num __actors
reward shaper: scale value
normalize advantage
gamma

tau

learning_rate

Ir schedule
schedule type

kl threshold
score_to win
max__epochs

save best after
save frequency
grad norm
entropy _coef
truncate grads

e clip

horizon length
minibatch _size
mini epochs
critic_ coef
clip_value
seq_len
bounds_loss coef

False
True
True
True
4096
0.01
True
0.99
0.95
oe-3
adaptive
standard
0.008
100000
1500
100
200

1.0

0.0
True
0.2

64
32768
5

4

True

4
0.0001

PPO
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Chapter 7

Experiments and Results

Assessment of the final solution’s effectiveness was carried out through the collection and
analysis of data from computations, simulations, and physical experiments. The evaluation
focused on the level of consistency and accuracy the PPO algorithm could provide in con-
trolling a UR10e. This was done by comparing the angular joint displacement between the
simulated joints and their physical counterparts. The performance of the object detection
system and the reinforcement model were also examined.

7.1 Instance Segmentation Training Results

This section elucidates the training results of the AI model employed for instance segmen-
tation.

7.1.1 Prediction vs Ground Truths

The Figure 7.2 on page 59 depicts a confusion matrix, offering insights into the prediction
versus ground truth results. The outcomes are commendable for all classes, barring the
PP-5 SarstedtFilter Tip Box (SFTB). The classes, apart from SFTB, exhibit a prediction
accuracy range of 89% to 100% for the ultimate trained model. Only 3% of the PP Vitrolife
class is erroneously predicted as background, while a larger portion, 8% of the PP-5 SFTB
class, shares the same fate. These results signify the final model’s commendable ability
to accurately predict the classes, thereby reinforcing its reliability as a perception tool for
autonomous pick-and-place operations. The prediction error is minimal, thereby making it
academically insignificant for both case studies.

Figure 7.1: The major difference of an object within a class that affects performance for the par-
ticular class
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7.1.2 Object Detection Metrics in Training

The following figures showcase the object detection metrics during training. The custom
dataset is manipulated with augmentation before training for a more generalized model.
This does affect the metrics results, but the model still achieves great results. Will look into
F1 scores for both mask and bounding box predictions in Figure 7.3 and Figure 7.4. The
last figure represents the training epochs and the progressive results on loss and all object
detection metrics. Showcasing training converging Figure 7.5.

F1-Confidence Curve

—— PP Vitrolife

—— PP-5 Blue Box

—— PP-5 Filter Tip Box

—— PP-5 Lid

—— PP-5 SarstedtFilter Tip Box

—— PP-5 StarlabFilter Tip Box
Styrofoam

= all classes 0.87 at 0.753

0.2 1 ‘

0.0 T T T T
0.0 0.2 0.4 0.6 0.8 1.0

Confidence

Figure 7.3: The F1 score for bounding box predictions. It achieves a great score except for Styro-
foam, which is under-represented in the dataset.
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Figure 7.4: The F1 score for mask predictions.
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Figure 7.5: Training Results with Loss Plotting and Object Detection Metrics
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7.2 Experimental Setup for Pick-And-Place

The results of the pick-and-place operation conducted on a physical test case are presented
in the figures below. Different objects with different starting positions were used for testing.
Wrist 3 was plotted through RViz with a TF listener, with the base as origin. For a more clear
visualization in the presented plots, a dead time was added between each drop of the object
for a full cycle of the whole process. The experimental setup was done over 40 seconds period.

7.2.1 1IK Motion Control

Cycle time: 7,5 [s].
Home position in plot (x, y and z): 0.755, 0.84 and 0.2 [m].

The first Section 7.2.1 plots with the IK setup for controlling the physical robot. The system
was able to sort objects with 42 centimeters of space in-between for being able to sort objects
in continuous time. Table 7.1.
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Figure 7.6: Tool-point path in physical space, with IK

62



Table 7.1: End-effector pose and time with IK.

Object 1 Object 2 Object 3
Plastic Type PP PT PE
Home Time [s] 0-5 6-13 14-27
Grasp Position (x, | 0.755, 0.84, 0.2 0.755, 0.84, 0.2 0.755, 0.84, 0.2
Y, z) [m]
Grasp Time [s] 8 18 29
Place Position (x, | 1.2,0.2,0.2 1.2,0.2, 0.2 0.13, -0.57, 0.2
Y, z) [m]
Place Time [s] 11 17 35

7.2.2 RL Motion Control
Cycle time: 2.5 [s].

The RL motion control doesn’t have a home position and only utilizes a standby position
based on the endpoint of the last operation.

The Section 7.2.2 is the plot with the RL model as motion control for the physical robot.
Table 7.1 lists the achieved pose and time stamp.

Table 7.2: End-Effector pose and time with RL

Object 1 | Object 2 | Object 3 | Object 4 | Object 5
Plastic Type PT PP PP PP PT
Grasp Position (x, y, z) [m] | 1.2,0.65,- | 1.2, 0.6, | 1.2, 0.5, | 1.2, 0.65, | 1.2, 0.6,
0.05 0.13 0.13 0.1 0.05
Grasp Time [s] 6 12 17.5 23.5 28.5
Place Position (x, y, z) [m] | 1.2, -0.15, | 1.2, 0.15, | 1.2, 0.1, | 1.2, 0.19, | 1.2, -0.2,
0.2 0.2 0.2 0.1 0.05
Place and Standby Time [s] | 7-11 13-16 18-22 24-26 30-33

The last Section 7.2.2 is plotted simultaneously with the simulated model in Isaac Sim, just
to observe the accuracy of desired and actual end-effector position. Due to the plots being
generated through the tf listener in ROS, the plottings have a different start time but achieve
the same trajectory. The joints of both models are compared in the next section.
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Figure 7.7: Tool-point path in physical space, with RL
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7.2.3 Joint Angular Displacement Comparison

The joint placement displacement is plotted for comparing the deviation between the simu-
lated and real model. Each joint is plotted in the time scope of 65 seconds. The results are
generated by plotting the joint feedback state from the UR driver, and compared to the joint

state from the digital model in Isaac Sim. The real robot is presented in the blue graph, and
the simulated is presented in the orange graph.
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Joint Angles Comparison
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7.3 Reinforcement Learning Training

The metric for Consecutive Successes per Frame is plateaued at a value of 12, after 200
million frames, indicating stable performance and model convergence.
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Figure 7.15: Consecutive Successes per Frame

For the Rewards per Episode, the graph demonstrates a flattening trend at approximately
700 on the x-axis and nearly 9000 on the y-axis, after which a minor decrement in values is
observed, indicating a potential saturation of the RL model’s learning capacity.
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Figure 7.16: Rewards per Episode



Chapter 8

Discussions

8.1 Problem Statement Summary

The conducted research has focused on the development of an enhanced control system for a
robotic arm in a pick-and-place setting. The work particularly emphasizes the application of
ML techniques, including instance segmentation and reinforcement learning, to improve the
manipulator’s performance in motion control. The research has been driven by the problem
statements presented in Chapter 1.3. Below the main findings of the conducted research
related to these problem statements are summarized:

e Instance segmentation data derived from a single RGB camera can be utilized effec-
tively in real-world scenarios by developing an optimal grip point algorithm. This
algorithm processes the segmentation data to calculate optimal grasp angle and width,
thus facilitating precise object recognition and tracking.

e The application of reinforcement learning in motion control can offer advantages such
as adaptability and continuous learning, which are particularly beneficial for handling
objects on a conveyor belt system. The conducted research and system implementa-
tion also verify that reinforcement learning, particularly Proximal Policy Optimization
(PPO), can adapt to the velocity and direction of moving objects, thus improving
efficiency and adaptability over inverse kinematics.

e A Proximal Policy Optimization (PPO) algorithm can provide consistent and precise
control of a UR10e robotic arm by enhancing the velocity, accuracy, and adaptability
of the robotic arm’s movements. The consistency and predictability of this control
can be optimized by designing a reward function that takes into account distance and
orientation from the target object, thereby influencing the movement of the robot arm.

e Reward engineering can enhance modularity in training robots by administering task
control independently for each environment in a simulation. This enables the robot to
learn specific tasks effectively, thereby improving overall performance. Specific tech-
niques, such as incremental task complexity and curriculum learning, can be used to
design reward systems that support modular robot learning.

e The redundancy control of a UR10 robot arm can be improved by implementing a
reinforcement learning model trained in a digital twin simulation environment. This
environment mirrors the real-world operational context, allowing the robot arm to
adapt to various scenarios and improve overall performance. Potential limitations,
such as the gap between simulation and real-world performance, can be addressed by
iteratively refining the simulation model based on real-world feedback.
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8.2 Leveraging Object Detection in Waste Management

In the context of the modern waste management industry, machine learning holds potential
to supersede numerous conventional sensors, thereby redefining standardized perceptions.
Predominantly, the project delineated in Section 1.2 underscores the indispensability of a
real-time object detection algorithm capable of delivering precise and timely information
about detected objects. The YOLOS algorithm employed in this project has successfully
delivered on this requirement. A key attribute sought after in the project is scalability,
given the waste industry’s ever-evolving landscape that presents new objects to manage in
diverse environments. This necessitates an algorithm that can accurately identify, locate,
and manipulate objects of varying shapes, sizes, and states of motion, utilizing only the
input from an RGB camera. Hence, the object detection mechanism emerges as a critical
factor in project success.

During the testing phase, the algorithm exhibited instances of false positives, detecting ob-
jects in frames where none were present. The experimental setup encountered varying light-
ing conditions, necessitating the use of augmentation techniques to mitigate these effects.
Instead of enclosing the RGB camera FOV, these techniques allowed for a broader opera-
tional range for the manipulator, effectively increasing its versatility. Additionally, camera
calibration methods have been incorporated to address perspective distortions. These modi-
fications have enabled the construction of a scalable pipeline, allowing the system to adeptly
handle the dynamic nature of the waste management industry. The custom tracking algo-
rithms for object tracking is crucial, as the algorithm was unable to track objects. During
this project, the developers of yolov8 updated an almost identical solution by implementing
BYTETrack, at the end of this project for tracking objects. The gripping algorithm for
determining optimal grip point, did also give a general solution for where the gripper should
grip objects, without needing any info on the shape to the specific object. The system
was able to control the UR10e robot and OnRobot RG6 gripper in real time, enabling a
functional pick-and-place system. However, improvements can be made to handling inactive
pixels within objects and testing the optimal grip points algorithm.

Predictions vs Ground Truths

To uncover the reasons behind the incorrect predictions of the PP-5 SFTB class, the dataset
labeling was subjected to a thorough analysis. Initially, the final dataset labeling distribu-
tion was evaluated using the bar chart as shown in Figure J.1. A significant imbalance in
the distribution of classes can be observed when comparing some of the classes. However,
this imbalance does not directly account for the inaccurate predictions of the PP-5 SF'TB
class, given its adequate representation in the dataset. Moreover, the label distribution im-
plies that even classes that are not well represented can still be accurately classified. The
scatterplots in the same Figure J.1 highlight that instances are predominantly spread across
the images, which is suggestive of generalized training. Object localization and orientation
significantly impacts the trained model and how well it performs during testing for new cases.

The PP-5 SFTB class’s poor performance prompted a further evaluation of the dataset.
The class is represented by a box with and without a lid, as displayed in Figure 7.1. It
is observed that when the object appears markedly different with and without the lid, it
significantly influences the training result. This observation points to the limited accuracy
of the Computer Vision Al model for instance segmentation in predicting a class with sub-
stantial variations in color, texture, and shape, particularly in the context of a small dataset.
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Label Correlogram Results

In Figure 1.1, label correlogram results are investigated for the x and y-axis as described
in Section 4.7, and the scatterplot matrix indicates that it has managed to balance the
placements of objects within the frame. Done through physical placements of objects in the
images, manipulation of the images through augmentations by rotation, and flipping in the
creation of the dataset. Though, is also enabled through randomized augmentation features
done during training.

The first notable observation pertains to the correlogram for the 'x’ and 'y’ axes, which
represent the spatial placement of the bounding boxes within the image frames. The scat-
terplot matrix suggests a balanced distribution of objects throughout the image frame. This
balanced distribution was achieved through a deliberate strategy of physical placement of
objects within the images during data collection, manipulation of images through augmenta-
tions such as rotation and flipping during the dataset creation, and random augmentations
applied during the training phase.

The x and y axis vs. the width and height axis of the correlogram results shows that the
predicted bounding boxes are mostly between 0.1-0.9 in the x and y-axis, but still a signifi-
cant amount at 0.0-0.1 and 0.9-1.0. By analyzing the plots, the height and width, are mostly
centralized at about 0.1 of the total height or width of the image. This does not necessarily
mean that height and width are correlated, but the most common values are either 0.1 for
height or width.

The last label correlogram looking into the width and height axis indicates a noticeable
correlation between height and width, meaning the most common shape is close to squared.
The matrix plot also shows density at a 0.2 to 0.1 aspect ratio. Since the density is somewhat
similar for height vs. width and width vs. height from 0.2 to 0.1, it is likely that it is a
standard shape caused by the rotation of images for the dataset.

In conclusion, the label correlogram results provide profound insights into the performance
and capabilities of our trained YOLOv8 model. It highlights the model’s capacity to identify
and localize objects of varying sizes across different locations within the image frame, a
testament to the effectiveness of the employed training techniques and data augmentations.
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8.3 Evaluation of Pick-And-Place operation

The completed autonomous sorting facility is evaluated based on logged data and observa-
tions. The motion control systems can be activated conveniently through a modular node
system, ensuring that the input and output interfaces of each control system are uniform.
The IK motion control system was capable of continually and redundantly sorting objects,
achieving an cycle time of 7.5 seconds. This motion control system would be beneficial for
picking out abnormalities, which was one of the use cases. The RL motion control system
was able to attain the goal position swiftly and precisely, with a cycle time of 2.5 seconds.
It should be noted that the RL model did not implement the joint movement and actuation
of the gripper. After reverse engineering the gripper, the cycle time was found to be ap-
proximately 2 seconds. Since the goal was to train the RL model to move as fast as possible
to manage moving objects, the implementation of the gripper was not implemented. The
vision system requires a amount of input for the integration of new objects; a minimum of
10 images of the object is sufficient, on a general level, without tested large amounts of data.
The facility has the capability to pick and place objects using a gripper with an adjustable
width, ranging from 5 to 16 cm. However, it cannot manage smaller objects due to the
limitations of the gripper control node actuation mechanism, which can only operate from
fully open to closed with a set force of 120N.

Experimental Setup

The end effector position in X, Y, and Z is plotted to study accuracy, velocity, and path
planning for the robot. Three plot is conducted, and evaluated. Both motion control systems
are tested with the same prerequisites, where the coordinates for grip position sent from the
vision system. Gripper was neglected in the RL test, so the test case is more of an observation.
For the experimental setup, objects were placed at the start of the conveyor belt with three
different placements at each drop to the conveyor belt. Object positioned across at equal
intervals with 1/3 of the total width of the conveyor belt. The end effector path in 3D space
is plotted by the reading of wrist 3 links in RViz is shown in Appendix E. The evaluation was
based on the same setup, but in each translation axis in accordance with time. All plots are
with the base of the robot as origo. Since the vision system sends the data at the same time,
the object is picked in the same length direction of the conveyor belt, which relates to the y
axis, but the some differences based on where to grip the object. The x axis is visualizing
where the objects was dropped down on the conveyor belt and where it was placed. The
objects was sorted to each of their respective end point, based on where the plastic should
be sorted by class. The period of one cycle operation is at an average of 8 seconds, with
some variance correlating to where the objects is positioned at the conveyor belt and if the
gripper needs to be rotated. An analysis of an RL model with a focus on the joint angular
displacement was taken. Each joint underwent individual assessment, and performance was
charted over a 60-second period, at the maximum velocity to randomly coordinates, without
the robot going into safety mode. Comparisons were drawn between simulation results and
real-world measurements for each joint. Outputs from the model, namely simulated joint
angles, were plotted against actual joint angles sourced from a real-world robotic arm via
the ROS trajectory state interface.

8.4 Gripper

This embedded system could be more refinement. For instance, a Raspberry Pico, an even
smaller and more compact microcontroller, could have been utilized for a similar function.
The Pico can execute the required tasks while also reducing the footprint of the modification,
making the overall system less invasive and more streamlined.
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8.5 Reinforcement Learning

Proximal Policy Optimization (PPO), an influential algorithm for policy optimization, has
been instrumental in the advancement of this research. It offers an adept resolution to the
exploration-exploitation trade-off, a central challenge in reinforcement learning. In the con-
text of constructing a physics simulation environment that mirrors real-world dynamics and
continuously evaluating a Reinforcement Learning model in that environment, PPO’s advan-
tageous attributes become apparent. Its relative lightweight and rapid training capabilities,
combined with its demonstrated proficiency in robotic tasks, made it an optimal choice for
this project.

However, it is crucial to consider other potential algorithms to enhance the performance
further. For instance, exploring the Soft Actor-Critic (SAC) model might yield superior re-
sults. SAC is a model-free algorithm that efficiently balances exploration and exploitation by
maximizing entropy alongside the expected return. This quality could potentially enhance
the performance and robustness of the system.

Nevertheless, the focal point of this research has been the establishment of a digital twin that
accurately approximates real-world physics to control the UR10 manipulator effectively. This
goal entails the intricate task of matching the virtual model’s dynamics with the physical
robot’s behavior, facilitating reliable training and testing of reinforcement learning models.
In this regard, the successful implementation of PPO serves as a testament to the viability
of the chosen approach.

The chosen strategy also underscores the crucial role of simulation in reinforcement learning
for robotics. Simulations offer a safe, flexible, and cost-effective platform for testing and im-
proving algorithms before deployment on physical systems. Yet, bridging the gap between
simulation and reality, the so-called 'reality gap’, remains a significant challenge in this field.
This research contributes to addressing this challenge by demonstrating the successful appli-
cation of a simulated model to control a physical robot. However, continued work is needed
to refine these methods and enhance the realism and applicability of such simulation models.

The configuration of a reinforcement learning algorithm’s hyperparameters plays a pivotal
role in its overall performance and effectiveness. A vital aspect of this configuration is the
number of environments - the parallel instances of the task under study. This factor affects
the learning process, including the selection of other hyperparameters such as the mini-
epochs, learning rate, and entropy coefficient.

The concept of mini-epochs is integral to the Proximal Policy Optimization (PPO) algorithm.
The number of mini-epochs determines the extent of learning from each set of experiences.
When increasing the number of environments, a proportional increase in the number of mini-
epochs might be beneficial. This adjustment could facilitate more comprehensive learning
from the expanded data set. However, an essential caveat to consider is the computational
cost, which would likely rise with an increase in mini-epochs. A conservative initial increase,
perhaps to ten mini-epochs, is a prudent starting point, and subsequent adjustments can be
made depending on observed performance outcomes.

The learning rate is a paramount hyperparameter in optimization algorithms, and its set-
ting often depends on the specific task and the reward scale. A static learning rate within
the range of le-3 to le-5 is commonly used in reinforcement learning tasks. However, this
range isn’t sacrosanct, and some tasks might require deviation. Larger learning rates could
expedite learning but could also destabilize the process. Conversely, smaller learning rates
could stabilize learning, albeit at a slower pace.
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The entropy coefficient, another hyperparameter, encourages exploration in the learning pro-
cess by introducing an entropy bonus to the policy’s objective function. A higher entropy
coefficient engenders more exploration, while a lower coefficient leads to greater exploitation.
For a static entropy coefficient, starting with a small positive value, such as 0.01, is advisable,
and subsequent adjustments can be made based on performance.

It is worth noting that hyperparameter adjustment is an iterative process that requires dili-
gent monitoring and fine-tuning. It is often beneficial to run multiple trials to garner a more
reliable estimate of the algorithm’s performance. This approach allows for the consideration
of the inherent variability in reinforcement learning outcomes. Ultimately, the balance be-
tween exploration and exploitation, learning speed and stability, and computational efficiency
and thoroughness must be meticulously maintained for successful reinforcement learning im-
plementation.

8.5.1 Results and Discussion Reinforcement Learning

The reinforcement learning algorithm, combined with the reward function and Sim2Real
implementation, enables the agent to learn the control policies required for performing the
three tasks sequentially. The agent adapts to the changing tasks and learns to minimize the
distance and orientation differences between the object and the target while regularizing its
actions.

By leveraging the Isaac Sim environment and ROS, the learning process can be seamlessly
transferred from the simulated environment to the real world, demonstrating the potential
of reinforcement learning for controlling robotic systems in various applications.

8.6 Scope of Project

The conclusion of this research project illuminates numerous opportunities for further explo-
ration and refinement. It is evident that the integration of advanced robotics and machine
learning techniques yields promising results in industrial settings, particularly for pick-and-
place operations. However, the complexity and of such applications necessitate continuous
innovation and adaptation.
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Chapter 9

Conclusions

This research has extensively explored the use of machine learning techniques to enhance
the control system of a robotic arm for pick-and-place operations, with promising results.

One of the primary achievements was the successful application of instance segmentation
data derived from a single RGB camera for object perception. An optimal grip point algo-
rithm was developed that processed this segmentation data to calculate the optimal grasp
angle and width. The application facilitated accurate object recognition and tracking.

Reinforcement learning, particularly the Proximal Policy Optimization (PPO) algorithm,
emerged as a pivotal element in the system’s motion control. It demonstrated notable
adaptability and continuous learning capacity. The PPO algorithm was able to adapt to
the velocity and direction of moving objects, thus enhancing both the efficiency and adapt-
ability of the robotic arm’s movements. The PPO algorithm also allowed consistent and
precise control of a UR10e robotic arm by effectively enhancing its velocity, accuracy, and
adaptability. The RL motion control achieved a cycle time for the end-effector placements
of 2.5 seconds. The gripper for a full cycle of open and close took 2 seconds, whereas future
work would be implementing a gripper with the RL solution.

The concept of reward engineering was explored to enhance modularity in robotic train-
ing. Techniques like incremental task complexity and curriculum learning were employed to
design effective reward systems, thereby improving overall performance. Furthermore, the
dynamic control and speed of the UR10 robot arm were improved by implementing a rein-
forcement learning model trained in a digital twin simulation environment that accurately
mirrors real-world operations. This led to improved adaptability to various scenarios and
overall performance enhancement.

However, the study also identified a potential limitation concerning the gap between simula-
tion and real-world performance. It is recommended that future efforts be directed towards
iteratively refining the simulation model based on real-world feedback to bridge this gap for
the RL solution. The motion control system using trajectory calculations via Movelt2 per-
formed adequately, managing to sort an average of one object per seven seconds, including
pick and place.

In conclusion, the contributions of this research extend beyond the theoretical domain and
have practical implications for real-world industrial automation. The results provide a solid
foundation for future studies aiming to further optimize pick-and-place operations. The en-
hancements in machine learning applications, control systems, and simulation environments
present significant steps forward in the realm of industrial robotics. The study’s findings
highlight the untapped potential and versatility of machine learning and reinforcement learn-
ing in this field, paving the way for further advancements.
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Appendix A

Datasheet UR10e

UR10e

Specif cation
Payl oad

Reach

Degrees of freedom
Programm ng

Performance

Power, Consunpti on,
Maxi mum Aver age

Power, Consunption, Typical
wi th noderate settings
(approxi mate)

Safety
Certifications

Force Sensing, Tool Flange
Range
Preci si on
Accuracy

Movement

Pose Repeatability
per ISO 9283

Axi s novenent
Base
Shoul der
El bow
Wist 1
Wist 2
Wist 3
Typi cal TCP speed

Features
1P classification
IS0 14644-1 O ass C eanroom
Noi se
Robot nounting
1/0 ports
Digital in
Digital out
Anal og in

Tool I/0 Power Supply
Vol tage

Tool I/0 Power Supply

Physical
Foot pri nt
Material s

Tool (end-effector)
connector type

Cabl e I ength robot arm

Wei ght incl uding cabl e
Operating tenperature range
Humi di ty

12.5 kg (27.5 | bs)
1300 nm (51.2 in)
6 rotating joints

12 inch touchscreen with pol yscope
graphi cal user interface

615 W

350 W

17 configurabl e safety functions

EN ISO 13849-1, PLd Category 3,
and EN ISO 10218-1

Force, x-y-z Torque, X-y-z

100.0 N 10.0 Nm
50N 0.2 Nm
55N 0.5 Nm

+ 0.05 nm

Working range Maxi num speed

+ 360° + 120°/s
+ 360° +120°/s
+ 360° + 180°/s
+ 360° + 180°/s
+ 360° + 180°/s
+ 360° + 180°/s

1 ms (39.4 in/s)

IP54

5

Less than 65 dB(A)
Any orientation

2
2
2
12/24 v

2 A (Dual pin) 1 A (Single pin)

@ 190 mm
Al uminium Plastic, Steel
M8 | MB 8-pin

6 m (236 in) cable included.
12 m (472 in) and high-flex options
avail abl e.

33.5 kg (73.9 Ibs)
0-50°C
90%RH (non-condensi ng)

UR10e Product Fact Sheet - July 2021

Control Box

Features
IP classification 1P44
ISO 14644-1 dass Cleanroom 6

Operating tenperature range 0-50°C

Humi dity 90%RH (non-condensi ng)
I/0 ports

Digital in 16

Digital out 16

Analog in 2

Anal og out 2

Quadrature Digital Inputs 4

1/0 Power Supply 24V 2A
Communi cati on
Modbus TCP
PROFINET
Ethernet/IP
USB 2.0, USB 3.0

Power source 100- 240VAC, 47-440Hz

Physical

Control box size (Wx H x D)

Viei ght 12 kg (26.5 |bs)
Material s Powder Coated Steel
The control box is also available in an CEM version.

Teach Pendant

Features

IP classification 1P54

Hum di ty 90%RH (non-condensi ng)

Di splay resol ution 1280 x 800 pixel s

Physical

Material s Plastic, PP

Wi ght 1.6 kg (3.5 I bs)
including 1mof TP cable

Cabl e | ength 4.5 m(177.17 in)

The teach pendant is also available in a 3PE option.

Figure A.1: UR10e datasheet
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Appendix B

Camera Mount in Aluminium Profiles

All aluminum profiles are produced from Bosch Rexroth (BR) and bought though RS com-

ponents.
Part Name Quantity | Part No. | Price (each) | Total Price
BR Aluminium Profile Strut 5 3842993130 | NOK 1 112,47 | NOK 5 562,35
BR M8 Angle Bracket (40mm) | 4 3842529383 | TBD TBD
BR M8 Angle Bracket (80mm) 7 3842530360 | NOK 197,58 NOK 1 383,06
BR Angular Cover Cap (80mm) | 7 3842548860 | NOK 59,413 NOK 416,891
BR Joint Clamp (40mm) 10 3842532364 | TBD TBD

Table B.1: Bill of Materials

=

m

O

(@)

w

Rl

m

O

T —

e UiA

>

ComeroToConvoyer}i

[oerions

3 2

Figure B.1: Production Drawings of Camera Mount
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Appendix C

Machining

In collaboration with the mechatronics department, 9 steel plates was machined and welded
to make this facility mounted together. Figure Appendix C is a machined bracket mounting
the camera to the aluminum railing. Rest of the figures Appendix C is welded together for
making the robot stuck in position.
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Appendix D

Electrical components

The main components for making the remotely controllable gripper is consisting, of a single
board computer Figure D.1a and a step-down convert Figure D.1b.

(a) Jetson Nano (b) LM2596

Figure D.1: Main Components for Controlling the Gripper Remote
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Appendix E

Pick-And-Place in RViz

For testing the developed software without the robot, RViz is used as a simulator. objects
are spawned based on coordinates from the vision system as a marker, represented in the
figure below.

Figure E.1: Digital Twin in Rviz Picking Object
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Appendix F

Process Line

This project is going to be implemented in several process plants. Both for sorting out
abnormalities, but also a part for a full scale recycling station as point number 8 on the
overview picture below Appendix F.

Figure F.1: Sorting Facility Top-Down View

Task Nr Process
1 Waste Input
Manual Selection
Waste Grinder
Magnet Picks
Drum Sieve
Waste Magazine
Vibrator
Pick-And-Place

0~ O T = W I

Figure F.2: Process Tasks
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Appendix G

YOLOvVS argument configurations

task: segment

mode: train

model: yolov8x-seg.pt
data: /content/dataset/data.yaml
epochs: 100
patience: 50

batch: 16

imgsz: 640

save: true
save_period: -1
cache: false
device: null
workers: 8

project: null

name: null
exist_ok: false
pretrained: false
optimizer: SGD
verbose: true

seed: 0
deterministic: true
single_cls: false
image_weights: false
rect: false

cos_lr: false
close_mosaic: 0
resume: false

amp: true
overlap_mask: true
mask_ratio: 4
dropout: 0.0

val: true

split: val
save_json: false
save_hybrid: false
conf: null

iou: 0.7
max_det: 300
half: false

dnn: false
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plots: true

source: null

show: false
save_txt: false
save_conf: false
save_crop: false
show_labels: true
show_conf: true
vid_stride: 1
line_thickness: 3
visualize: false
augment: false
agnostic_nms: false
classes: null
retina_masks: false
boxes: true

format: torchscript
keras: false
optimize: false
int8: false
dynamic: false
simplify: false
opset: null
workspace: 4

nms: false

1r0: 0.01

1rf: 0.01

momentum: 0.937
weight_decay: 0.0005
warmup_epochs: 3.0
warmup_momentum: 0.8
warmup_bias_1lr: 0.1
box: 7.5

cls: 0.5

dfl: 1.5

pose: 12.0

kobj: 1.0
label_smoothing: 0.0
nbs: 64

hsv_h: 0.015

hsv_s: 0.7

hsv_v: 0.4

degrees: 0.0
translate: 0.1
scale: 0.5

shear: 0.0
perspective: 0.0
flipud: 0.0

fliplr: 0.5

mosaic: 1.0

mixup: 0.0
copy_paste: 0.0
cfg: null
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vbloader: false
tracker: botsort.yaml
save_dir: runs/segment/
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Appendix H

PPO Configurations

params:
seed: ${...seed}
algo:
name: ppo_continuous

model:
name: continuous_ppo_logstd

network:
name: actor_critic
separate: False

space:
continuous:
mu_activation: None
sigma_activation: None
mu_init:
name: default
sigma_init:
name: const_initializer
val: O
fixed_sigma: True

mlp:
units: [256, 128, 64]
activation: elu
d2rl: False

initializer:
name: default

regularizer:
name: None

Listing 1
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config:

name: ${resolve_default:UR10PickAndPlace,${....experiment}}
full_experiment_name: ${.name}
device: ${....rl_device}
device_name: ${....rl_device}
env_name: rlgpu
multi_gpu: False
ppo: True
mixed_precision: False
normalize_input: True
normalize_value: True
value_bootstrap: True
num_actors: ${....task.env.numEnvs}
reward_shaper:

scale_value: 0.01
normalize_advantage: True
gamma: 0.99
tau: 0.95
learning_rate: 5e-3
lr_schedule: adaptive
schedule_type: standard
kl_threshold: 0.008
score_to_win: 100000
max_epochs: ${resolve_default:1500,${....max_iterations}}
save_best_after: 100
save_frequency: 200
print_stats: True
grad_norm: 1.0
entropy_coef: 0.0
truncate_grads: True
e_clip: 0.2
horizon_length: 64
minibatch_size: 32768
mini_epochs: 5
critic_coef: 4
clip_value: True
seq_len: 4
bounds_loss_coef: 0.0001

player:
deterministic: True
games_num: 100000
print_stats: True
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Appendix 1

Labels Correllogram

0.3 {m ol
£ 0.2 1
£
5
H
0.1 1
0.0, - 4
=

height

1.0 0.0 0.1 0.2 03 0.0 0.1 0.2 0.3

0.5 . .
y width height

Figure I.1: Caption



Appendix J

Labels Dataset Distribution
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Figure J.1: Dataset Distribution of Labels, showcasing positioning and dimension attributes
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